ECON 672 — Metrics
Expanded Notes

1 Generalized Method of Moments

1.1 Introduction

The Generalized Method of Moments (GMM) is one of the central estimation frameworks in
econometrics. Its importance comes from two related facts. First, it generalizes the classical
Method of Moments (MM). Second, it provides a common language for studying many estima-
tors that may at first look unrelated, including ordinary least squares (OLS) and instrumental
variables (IV).

At a broad level, the logic of GMM is simple. Economic models often imply that, at the
true parameter value, certain population moments must equal zero. The econometrician then
chooses the parameter value that makes the corresponding sample moments as close to zero as
possible. In this sense, GMM turns theoretical restrictions from the model into an estimation

procedure.

Why GMM matters

GMM is not just one more estimator. It is a unifying framework. Many familiar procedures
in econometrics can be written as estimators that exploit moment restrictions. This is why

GMM appears, either explicitly or implicitly, in a very large share of empirical work in

economics.
\\§ J

1.2 References for this Unit

The main references for this topic are Hayashi (2000) and Hansen (2022). For empirical appli-
cations and intuition, useful references include Angrist and Krueger (1991) and Angrist and
Pischke (2015).

Remark. A good way to think about these references is the following. Hayashi provides the
general econometric framework and the formal theory of GMM. Hansen emphasizes the prob-
abilistic and statistical foundations. Angrist and Krueger, together with Angrist and Pischke,
show how these ideas appear in empirical practice, especially in instrumental variables appli-

cations.



1.3 From Method of Moments to GMM

Suppose the data are summarized by a random vector W;, and let 6y € ® C IR denote the true

parameter vector. A model delivers a vector of population moment conditions of the form
Elg(Wi, 60)] =0,

where g(W;,0) is an m x 1 vector of moment functions.
The basic Method of Moments idea is to replace the population condition by its sample
analogue:
1 n
=Y g(W;,0) =0,
i=1
and then choose 6 so that these sample moments are equal, or as close as possible, to zero.
This immediately raises an important question. What should be done when there are more
moment conditions than parameters, that is, when m > k? In that case, one typically cannot

solve
n

Ly oW, 6) =0

i=1
exactly. GMM resolves this problem by choosing 6 to minimize a weighted quadratic form in

the sample moments. This is the key generalization from MM to GMM.
Definition. A moment condition is a population restriction of the form
E[g(W;, 60)] = 0.

An estimator based on such restrictions uses the sample analogue of these moments to learn

about the unknown parameter 6.

1.4 GMM as a Unifying Framework

One reason GMM is so useful is that many standard estimators can be written in moment form.

Example (OLS as a moment-based estimator). Consider the linear regression model
Y; = XiBo + uj,

with the exogeneity condition
]E[Xiui] =0.

Since u; = Y; — X By, this restriction can be written as
E[X,(Y; — Xo)] =0,

Thus OLS can be viewed as an estimator based on a moment condition.



Example (IV as a moment-based estimator). In an instrumental variables setting, suppose Z; is
a vector of instruments satisfying
IE[Zl-uZ-] =0.

Then the identifying restriction becomes
E[Z:(Y; — X{Bo)] =0.

This is again a moment condition, now based on instruments rather than regressors. Hence IV

also fits naturally into the GMM framework.

These examples illustrate the main conceptual point: GMM does not replace OLS or IV
as separate objects, but instead shows that both can be understood as special cases of a more

general estimation strategy.

1.5 Why Economists Use GMM So Often

GMM is used widely because it is both flexible and theory-driven. It is flexible because it
allows the econometrician to work directly with the implications of a model, without neces-
sarily specifying the full distribution of the data. It is theory-driven because the estimator is
built from restrictions that come from economic structure, statistical assumptions, or both.
This combination is especially powerful in economics. In many applications, the model
implies valid orthogonality conditions even when a full likelihood is difficult to specify or

unattractive to impose. GMM provides a systematic way to exploit exactly that information.

Remark. In practice, much of econometrics can be viewed as the study of how to construct,
justify, and use moment restrictions. From this perspective, GMM is not a niche technique but

one of the main organizing principles of modern econometric theory.

1.6 Setup

We now consider a general class of moment equation models. The parameter of interest is
B € B C R,

where k is the dimension of the unknown parameter vector. The model is characterized by a

collection of population moment restrictions of the form

E[gi(Bo)] =0,

where g;(B) is a known ¢ x 1 function of B, and By denotes the true parameter value.
The key idea is that the economic or statistical model implies that, at the true parameter,

certain moments must vanish. Estimation will therefore proceed by searching for values of B



that make the sample analogue of these moments close to zero.

Definition. A moment equation model is a model in which the true parameter By satisfies

E[gi(Bo)] =0,

for some known vector-valued function g;(8) € R’.
This framework is very general and nests many models we have already studied.

Example (Linear regression as a moment condition model). Consider the linear model
Y; = XiBo + &,
together with the exogeneity condition
E[X;e;] = 0.
Since &; = Y; — X!y, this can be rewritten as
E[X:(Y; - X{Bo)] = 0.
Hence this model fits the moment condition framework with
gi(B) = Xi(Y; = Xip).
Example (Linear IV model as a moment condition model). Consider again
Y; = XiBo + &,
but now suppose X; may be endogenous and that we have an instrument vector Z; satisfying
E[Ze;] = 0.
Then the relevant moment condition becomes
E([Z;(Y: — XiBo)] =0,
so the model fits the same framework with
8i(B) = Zi(Yi — XiB).

These examples already show why GMM is so useful: it provides a single language in

which both OLS-type and IV-type estimators can be analyzed.



1.7 Identification and the Number of Moments

Because g;(B) is an £ x 1 vector, the model provides ¢ population moment equations. The

parameter vector  has dimension k. The relation between ¢ and k is therefore fundamental.

Definition. The model is said to be

e overidentified if { > k,
e just-identified if { = k,
* underidentified if { < k.

A necessary condition for identification is
0>k

That is, the number of moment conditions must be at least as large as the number of unknown

parameters.

Remark. This condition is only necessary, not sufficient. Having at least as many moment
equations as unknown parameters does not by itself guarantee that By is uniquely pinned
down by the observable distribution of the data. The moment conditions must also be infor-

mative enough to distinguish different parameter values.

Remark. Intuitively, each moment condition contributes one restriction that the true param-
eter must satisfy. If there are fewer restrictions than unknown parameters, then one should

generally not expect the data to determine By uniquely.

1.8 Linear and Nonlinear Models

The GMM framework is broad enough to accommodate both linear and nonlinear models.
This is one of its main strengths.

If the moment function g;(B) is linear in B, the resulting estimators often admit explicit
closed-form solutions. This makes both computation and theoretical analysis substantially
simpler. For that reason, we will mostly focus on linear GMM estimators.

In the linear case that will be most relevant for us,

8i(B) = Zi(Yi — XiB)-
This includes the standard linear IV setup as a special case.

Remark. When the moment conditions are linear in the parameter, the GMM estimator can
often be written in an explicit algebraic form, much like OLS or IV. This is why linear GMM is

a natural starting point for theory.



Nonlinear GMM is conceptually similar, but its analysis requires additional tools. In par-
ticular, nonlinear moment conditions are often studied by using local approximations, such as
Taylor expansions, to relate them to linear problems. This step is powerful, but it introduces
additional technical subtleties. For that reason, nonlinear GMM is best treated separately and

more carefully.

Big picture

The general GMM framework starts from moment restrictions

E[gi(Bo)] = 0.

The object k is the number of unknown parameters, while £ is the number of moment equa-
tions. Linear regression and IV both fit naturally into this framework, and linear GMM
will be our main focus because it already captures the essential ideas while remaining

algebraically tractable.

1.9 An Euler Equation Example

To illustrate how general the GMM framework is, consider a standard asset-pricing Euler equa-

tion, following Hayashi (2000) and Hansen and Singleton (1982). The key population restric-

It) =1,

* Ryyq is the gross ex-post rate of return between periods t and t + 1,

tion is (Coon)
u
E <Rt+1 ‘BOTES

where:

* PBo is the subjective discount factor,
¢ C;and C; 1 denote consumption at dates t and ¢ + 1,

e 7, is the information set available at time ¢.

Equivalently, o)
u
E (Rt+1 /SOTS; ~1 L) =0.

Remark. This is a conditional moment restriction. It says that, given the information available

at time ¢, the marginal utility-adjusted return has conditional expectation equal to one.

1.9.1 CRRA Utility
Suppose utility takes the constant relative risk aversion (CRRA) form

Cl*tXO

u(c)
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Then

u'(c) = c .

Substituting this into the Euler equation yields

Crrn\ ™
E | Rit1Bo c, -1

Thus the unknown parameter vector is

L) =0. 1)

B = (ao, Bo)".

1.9.2 From Conditional to Unconditional Moments

Let X; € Z;, where X; is any variable measurable with respect to the information set at time .

X (Rm Bo <Cgt1> o 1)] =0

by the Law of Iterated Expectations.

Then equation (1) implies

E

Remark. This is the key step that connects economic theory to GMM. The model first gives
a conditional moment restriction. By multiplying by any variable known at time t and apply-
ing the Law of Iterated Expectations, we obtain unconditional moment restrictions, which are

exactly the objects used in GMM estimation.

To see this formally, define

Crr1\ ™
Miiq (,B) = R¢+1 Po Tt -1

Then the conditional Euler equation says

E[m;11(Bo) | Z] = 0.

If X; € 7;, then
E[Ximy11(Bo)] = E[E[Ximyi1(Bo) | Zi]] -

Since X; is Z;-measurable,

E[Ximii1(Bo) | Ze] = XeE[mia(Bo) | Zi] =0,

and therefore
E[X;mi+1(Bo)] = 0.



1.9.3 Moment Function

This fits directly into the GMM framework by defining
Crrr\ ™
gt(B) = Xt | Rez1 Bo <, -1),

B = (a0, Bo)"-

Hence the model implies the unconditional moment restriction

where

E[g:(Bo)] = 0.

Interpretation

This example is important because it shows that GMM is not restricted to linear regression
settings. Starting from an economic model, we derive equilibrium restrictions in expecta-
tion form, convert them into unconditional moments using variables known at time ¢, and

then estimate the structural parameters by matching those moments in the data.
(& J

Remark. If X; is a vector of dimension /, then this construction generates / moment conditions.
Since here the unknown parameter vector has dimension k = 2, the model is overidentified

whenever ¢ > 2, just-identified when ¢ = 2, and underidentified when ¢ < 2.

1.10 The Just-Identified Case: Method of Moments

Recall that the model is characterized by population moment restrictions

E[gi(Bo)] =0,

where g;(B) € R’ and By € R. The sample analogue of the population moment is

Consider first the special case in which the model is just-identified, so that
¢ =k

If the model is identified and the sample moments are well behaved, the natural estimator is
the Method of Moments (MM) estimator, defined as the solution to

g_n(.émm) =0.



The idea is direct: when the number of sample moment equations equals the number of

unknown parameters, one can hope to solve the system exactly.

Definition. In the just-identified case, the Method of Moments estimator is any solution ﬁmm to

Remark. In a just-identified model, estimation amounts to solving a square system of equa-

tions. This is the direct analogue of solving k equations in k unknowns.

1.10.1 OLS as a Method of Moments Estimator

Consider the linear regression model
Y; = X!Bo + e, E[X;e;] = 0.
This implies the moment condition
E[X,(Y; - X}fo)] =0.

Hence

and the sample moment is

Setting §,(B) = 0 gives

In matrix notation, with Y = (Y3,...,Y;) and X = (Xj,..., X,)’, this becomes

or equivalently

If X' X is invertible, the solution is
Bois = (X'X)71X'Y.

Thus OLS can be viewed as a Method of Moments estimator.!

I There is something beatiful to add here. It is in the appendix 7.1.



1.10.2 Just-Identified IV as a Method of Moments Estimator

Now suppose we have instruments Z; € R¥ and the moment condition
E|[Zi(Yi —X{Bo)] =0

Then
8i(B) = Zi(Yi — Xip),

and the MM estimator solves

1 n
~ Y Zi(v; - XIB) = 0.
nl=1

In matrix form,
1

;Z'(Y —XB) =0,
so that
Z'X,B =7v.

If Z'X is invertible, the just-identified IV estimator is
Bin = (2’X)7'Z'Y.

This is another example of a Method of Moments estimator.

Key distinction

When ¢ = k, the sample moment equations can in principle be solved exactly, and the
estimator is defined by setting the sample moments equal to zero. When ¢ > k, there are
more sample restrictions than unknown parameters, and this exact matching is typically

no longer possible.
- J

1.11 The Overidentified Case: GMM

We now turn to the more interesting case in which the model is overidentified:
>k

To fix ideas, consider the linear IV moment condition

8i(B) = Zi(Yi — Xip),

where Z; € R’ and g € RF. The sample moment is

1 n
== Zi(Yi = Xip).
s

10



Using matrix notation, this can be written as

8lp) = (Z'Y ~ Z'Xp).

In the overidentified case, there is generally no  such that

&n(p) = 0.

That is, the system typically has more equations than unknowns, so exact sample moment
matching is not feasible.
The Generalized Method of Moments resolves this problem by choosing f3 so that the sam-

ple moments are as close to zero as possible, according to a weighted quadratic criterion.

Definition. Let W be a symmetric positive definite £ x ¢ matrix. The GMM criterion function is

Jn(B) = ng_n<5)/wg_n(ﬁ)~

The GMM estimator is defined by
Bgnm = argmin J.(B).

A proof of this can be found in Appendix 7.2.

Remark. The matrix W determines how different moment conditions are weighted in the cri-
terion. Different choices of W lead to different GMM estimators in overidentified models.?
1.11.1 Linear IV GMM Estimator

For the linear IV model,

8lp) = (Z'Y ~ Z/Xp),

so the criterion becomes

1 "1
() =n | (2Y - 2xp)| W |2y - 2xp)].
It is convenient to define
1_, ,
A, ==-7'X, b, ==-27'Y
n n

Then
&n(B) = bu — Aup,

2For now, the specific choice of W is not essential. Later, we will see that the choice of W affects the asymptotic
variance of the GMM estimator. This means that W can be chosen to maximize asymptotic efficiency. At this stage,
it is enough to assume that W is an £ x £ symmetric positive definite matrix, hence invertible.

11



and

Ju(B) = n(by — AuB) W(by — Aup).
Differentiating with respect to j, the first-order condition is

9 ., , A
0= @]ﬂ(,@gmm) = _znAnW(bn - An,Bgmm)

Substituting back for A, and by,
1, 1_, A
0=—2n(-X'Z)W(-Z'(Y~ XPgun) ) -

Equivalently,
X'ZWZ'Y = X'ZWZ'X Bomm.

Therefore,
Bomm = (X'ZWZ'X)"Y(X'ZWZ'Y),

provided X'ZWZ'X is invertible.

Proposition. For the overidentified linear IV model, the GMM estimator has the explicit form
Bemm = (X'ZWZ'X) "1 (X'ZWZ'Y).
1.11.2 Relation to 2SLS and Just-Identified IV
A particularly important special case is obtained by choosing
W= (z'27)"1

Then
Bewm = (X'Z(2'2)'2'X) ' X' 2(Z'2) 12",

which is exactly the two-stage least squares estimator:

,Bgmm = BZsls .

If instead the model is just-identified, so that ¢/ = k, then GMM collapses to IV. Indeed, if

Z'X is square and invertible, the first-order condition implies

and hence

Remark. In the just-identified case, the choice of weighting matrix does not affect the estimator,

12



because the sample moments can be driven exactly to zero. In contrast, in the overidentified

case, the weighting matrix matters.

2 Distribution Theory and Efficient GMM

2.1 Asymptotic Distribution of the Linear GMM Estimator

We now study the asymptotic distribution of the GMM estimator in the linear IV model. Let
Y; = X{Bo +ei,
and define the moment condition
8i(B) = Zi(Yi — Xip).
At the true parameter fy, this becomes
8i(Bo) = Zie;.
Assume that a weighting matrix W is used such that
w5 w,
where W is a fixed symmetric positive definite matrix. Also define
Q = E[Z;X].
Under suitable regularity conditions, we have the law of large numbers result
1o, \Nw (1., Py
<nX Z> W <nZ X) — QWQ.

Next, lete = (eq,...,e,) . By a central limit theorem,

A1 iZ'e‘ 4 N(0,Q)
\/ﬁ - n = 11 4 7
where
Q = E[Z;Zle?].

[

Therefore, by Slutsky’s theorem,

1 y A 1 ’ d /
<nxz>w<v%za-+Nm42WQWQ)

13



To obtain the asymptotic distribution of ¢mm, note that
Bonm = (X'ZWZ'X) " (X'ZWZ'Y) .

Since Y = XBp + e,
,Bgmm — Bo = (X/ZWZ/X) I XIZWZe.

Multiplying by /n,
V1 (Bomm — Bo) = Tyz\w(lzx B Iyz)w(Lze
gmm — 0 n n n Vn )
Combining the previous convergence results yields

Vit (Bemm — Bo) % N(0, V),

where

Vs = (QWQ)T(QWOWQ)(QWQ) ™
Proposition. Under suitable regularity conditions,
Vit(Bgmm — o) > N(0, Vp),
with asymptotic variance
Vs = (QWQ) " (QWAWQ)(QWQ)™!, Q= E[ZZ].

Remark. This is the familiar sandwich form of the asymptotic variance. The outer terms come
from the sensitivity of the moments to the parameter, while the middle term captures the

asymptotic variability of the sample moments themselves.

2.2 Efficient GMM

The asymptotic variance depends on the weighting matrix W. This means that, in overidenti-
fied models, some choices of W lead to more efficient estimators than others.

The asymptotically efficient choice is
W=0"1  Q=E[ZZ].
Substituting this choice into the general variance formula gives
V;ff = (Qa'Q L

Definition. The efficient GMM estimator is the GMM estimator obtained by using the weighting

14



matrix
w=0Q""L

Remark. Efficient GMM places relatively less weight on moment conditions that are noisy and
relatively more weight on moment conditions that are precisely estimated. This is exactly what

one would want from an efficient estimation procedure.

In practice, (2 is unknown and must be estimated. A standard approach is therefore two-
step GMM:

1. Compute a preliminary consistent estimator f, for example using a simple weighting

matrix.

2. Form residuals

and estimate

3. Set

and compute the second-step GMM estimator.

Big picture

The just-identified case leads to Method of Moments: solve the sample moments exactly.
The overidentified case leads to GMM: minimize a weighted quadratic form in the sample
moments. In linear IV models, this produces a closed-form estimator, nests 2SLS as a

special case, and has asymptotic variance

(QWQ) HQ'WQWQ)(Q'WQ) L.

The efficient choice sets W = ()71, yielding the smallest asymptotic variance within the
GMM class.

(& J

Remark. A natural question is: if identification problems arise because there are too few mo-
ment conditions, why not simply add more moments? The answer is that additional moment
conditions cannot be invented arbitrarily. They must be valid implications of the model or of
the underlying assumptions. Moreover, even valid extra moments need not improve identifi-
cation if they are redundant or weakly informative. Thus, what matters is not only the number

of moments, but also their validity and informational content.

15



2.3 Efficient GMM
The asymptotic variance of the linear GMM estimator is
Vs = (QWQ)H(QWOWQ)(QWQ) ™,

where
Q =E[Z:X]], Q = E[Z;Zle?].

This expression makes clear that the choice of weighting matrix W affects the asymptotic be-
havior of B ¢mm- It is therefore natural to ask whether there is a choice of W that minimizes the
asymptotic variance.

The answer is yes. The variance-minimizing weighting matrix is
w=0"

The corresponding estimator is called the efficient GMM estimator.

Definition. The efficient GMM estimator is the GMM estimator obtained by using the weighting
matrix
w=0"

In the linear IV model, it takes the form
Bt = (X'ZQ7 12/ X) " (X' 2Q 71 Z'Y).
Substituting W = (! into the general asymptotic variance formula yields
V;ff =(Qa1Q) .
Proposition (Efficient weighting matrix). For any symmetric positive definite matrix W, we have
(QWQ)H(QWAWQ)QWQ)™ — (QQ7'Q) ' 20,

where the inequality is in the sense of positive semidefinite matrices.

Proof (Hayashi, 2000). Let

A= (QWQ) HQWaWQ)(QWQ)', B=(Qa'Q.

Since both A and B are symmetric positive definite, a standard linear algebra result implies
that
A-B>0 <= B'-A"'>0.

16



Therefore, it is enough to show that

D=Q07Q - (QWQ)QWAWQ) H(QWQ) = 0.
Because ) ! is symmetric positive definite, there exists a nonsingular matrix C such that
cc=a"
Equivalently,
Q=c'c

Now define
H=CQ, G =C"'wo.

Then
H'H=QC'cQ=Q0™'Q,

G'G=QWC'C''wQ = Q'WawQ,

and
H'G=Q'C'C’"'WQ = Q'WQ.

Using these identities, we can rewrite D as

D =Q'07'Q - (QWQ)(QWOWQ) (Q'WQ)
= Q'C'CQ - (QWQ)(QWCTICTIWQ)TH(Q'WQ)
=H'H— (H'G)(G'G)"Y(G'H)
= H [1 - G(G’G)‘lG’} H.

Let
Mc=1-G(G'G)'G.

This is the annihilator matrix associated with G. It is symmetric and idempotent:
Mgz =Mg,  MA= Mg.
Hence Mg is positive semidefinite. Therefore, for any conformable vector x,
x'Dx = xX’H'MgHx = (Hx)'Mg(Hx) > 0.

So D is positive semidefinite.
We have thus shown that
Bl—A"1>0.

17



Applying again the inverse-ordering result for positive definite matrices, it follows that
A—-B2>0,
that is,

(QWQ) H(QWAWQ)(QWQ)™ ' — (QQ Q) >o.

This proves the claim. O

Remark. The argument shows that efficient GMM is obtained by choosing the weighting ma-
trix W = Q~l. In that case, the asymptotic variance is minimal in the positive semidefinite

ordering, so no other positive definite weighting matrix can do better asymptotically.

Remark. Efficient GMM gives relatively more weight to moment conditions that are precisely
estimated and relatively less weight to moment conditions that are noisy. This is the same basic

logic that underlies weighted least squares.

2.4 Estimating the Inverse Covariance Matrix

Efficient GMM is infeasible in population form because () is unknown. To implement it, we
must estimate (), and then use the inverse of that estimate as the weighting matrix.
In the linear IV model, let B be a preliminary consistent estimator, for example the 2SL.S
estimator, and define residuals
& =Y, — XB.

Using these residuals, define the estimated moment vector

Si=Z¢, gn=
Two natural estimators of () are the uncentered and centered estimators:

A 14 .,
Q=) 2,

i=1

and

Remark. The uncentered estimator targets E[;§/], while the centered estimator targets Var(g;).
Under correct specification, where E|[g;(Bo)] = 0, both coincide asymptotically. However, the
centered estimator is more robust because it still estimates the variance of the moments even

when the sample moments are not centered exactly at zero.

When E|[Z;e;] = 0, both estimators are consistent for ). But Q)* is often preferred because

18



it estimates
Var(Z;e;)

even in settings where one may worry that [E[Z;e;] # 0 in finite samples or under misspecifi-
cation.

Using either estimator, one obtains a feasible efficient GMM estimator by setting

A A A A

W=0O"1 o W=

Definition. The two-step GMM estimator is obtained as follows:

1. Choose an initial symmetric positive definite weighting matrix Wy, such as Wy = I, and

compute a preliminary consistent estimator j.
2. Form residuals ¢; = Y; — X/ ﬁ and estimate ().

3. Set the weighting matrix equal to the inverse of the estimated (), and recompute the
GMM estimator.

Under suitable regularity conditions, the feasible efficient GMM estimator satisfies

Vit(Bgnm — Bo) > N(0,Vy), V= (QQ'Q)™

Remark. The preliminary estimator need not be efficient. Its role is only to provide residuals
that allow a consistent estimate of (2. Once () is estimated consistently, the second-step GMM

estimator attains the efficient asymptotic variance.

2.5 Why 2SLS Is Efficient GMM under Homoskedasticity

Recall that 2SLS can be written as a GMM estimator with weighting matrix

W= (z2'2)"},

-1
W = <1z’z> ,
n

since multiplying the weighting matrix by a positive scalar does not change the minimizer of
the GMM objective.

or equivalently

Remark. GMM is invariant to rescaling of the weighting matrix. If ¢ > 0, then
arg mﬁingn (B)Wgn(B) = arg mﬁingn (B) (cW)&nu(B)-

Thus only the relative weighting of the moments matters, not the overall scale of W.

19



By the weak law of large numbers and the continuous mapping theorem,
1, \"» -
<nZ Z) — E[Z:Z] .
Therefore, in general, 2SLS does not coincide with efficient GMM, because efficient GMM uses
W= =E[ZZ]},
whereas 2SLS asymptotically uses a weighting matrix proportional to
E[Z;Z!] L.

However, suppose conditional homoskedasticity holds:

Ele? | Z;] = o*
Then
Q = E[Z;Z}e}] = E[Z,Z/E[e? | Z;]] = o*E[Z:Z]).
Hence 1
Otl= ﬁm[zizg]—l.

Since GMM is invariant to multiplication of W by a positive scalar, the efficient weighting
matrix is proportional to E[Z;Z!] 7!, which is exactly the asymptotic weighting used by 2SLS.

Therefore, under conditional homoskedasticity,

BZsls

is asymptotically equivalent to efficient GMM.

Proposition. Under conditional homoskedasticity,
Ele? | Z;] = o2,

the 2SLS estimator is the efficient GMM estimator. In general, without homoskedasticity, 2SLS is not

efficient.

Remark (Why proportionality is enough). In linear IV models, the GMM moments are

gl(:B) = Zi(Yi - XZI,B) = Ze;.

Therefore, the covariance matrix of the moments is
Q = E[gi(Bo)gi(Bo)] = E[ZiZ{ef].

20



Efficient GMM weights the moments by ()~!. Under conditional homoskedasticity,

Efef | Z;] = 0
Hence,
QO = E[Z,Z/E[¢? | Z)]] = ¢*E[Z;Z]].
Therefore,
_ 1 _
O 'l= pIE[Zz‘Zf] L

Thus the efficient weighting matrix is proportional to
E[Z;Z]]7 .

The scalar 1/0? is irrelevant for the GMM minimizer because multiplying the weighting matrix

by a positive scalar does not change the objective’s argmin. Since 2SLS uses the sample analog

-1
(lzfz) ,
n

25LS is asymptotically equivalent to efficient GMM under homoskedasticity.

Main takeaway

In overidentified models, the choice of weighting matrix matters. The asymptotically op-

timal choice is
W=0"1  Q=E[ZZé].

Because () is unknown, efficient GMM is implemented using a feasible two-step proce-
dure. Under conditional homoskedasticity, () is proportional to IE[Z;Z!], so 2SLS coincides

with efficient GMM. Without homoskedasticity, it generally does not.

(. J

2.6 Basic Inference

For statistical inference based on GMM, we need a consistent estimator of the asymptotic vari-

ance
Vs = (QWQ) {(QWaWQ)(Q'WQ) !,
where

Q =E[Z:X]], Q = E[Z;Zle?)].

A natural plug-in estimator is obtained by replacing population objects with their sample

analogues. Let

A 1
O=-Y zX =-7%,
ni3
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and let é; = Y; — X! Bgmm- Using either the centered or uncentered estimator of (), define Q.

Then a natural estimator of Vg is

AAAAA

Remark. This is the sample analogue of the efficient asymptotic variance

Vi = (@a Q!

The simplification occurs because the efficient weighting matrix cancels the middle () term in

the sandwich formula.

Under standard regularity conditions,
Vs L v

Therefore, inference on smooth functions of the parameter can be based on the usual large-

sample tools.

2.6.1 t-tests and Wald tests

Let 0 = r(B) be a scalar parameter of interest, where r(-) is differentiable. Then, by the delta
method,

\/E(V(Bgmm) — 7’(50)) i> N(O, RVﬁR/) ,

where

_(p)
oB" lp=po

A consistent estimator of the asymptotic variance is

—, A 1An &
Var (r(Bgmm)) = ERVﬂR

where

s or(B)
R = .
a,B/ ,B:ﬁgmm

Thus asymptotically valid t-tests can be constructed in the usual way.

More generally, for testing g smooth restrictions

r(Bo) =
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with 7(B) € RY, the Wald statistic is

and under H,,

Remark. So once a consistent variance estimator is available, inference for GMM proceeds just
as in other asymptotically normal estimation problems: standard errors, t-tests, confidence

intervals, and Wald tests all follow from the same large-sample approximation.

2.7 Overidentification Tests

An important feature of overidentified models is that they are testable. When ¢ > k, the
model imposes more moment restrictions than are needed to estimate the parameter vector.
Under correct specification, all valid moment conditions should be approximately satisfied at
the estimated parameter value.

This suggests testing whether the sample moments evaluated at ﬁgmm are “too far” from

zero.

Remark. A loose but useful intuition is the following. Under overidentification, there are mul-
tiple pieces of information about . If the model is correctly specified, these different sources
of information should be mutually consistent. If they are not, the overidentifying restrictions

may fail.

Let

n

g_n(,ggmm) = %Zgi(,ggmm)-

i=1

The standard GMM overidentification test statistic is

J= ]n(,égmm) = ”gn(,ggmmyﬂilgn(,ggmm)/

where () is a consistent estimator of the covariance matrix of the moments.

Definition. The J-test for overidentifying restrictions is based on the statistic

J=n g_n(BgmM)/Q_lg_n(ﬁgmm)'

Under the null hypothesis that all moment conditions are correctly specified,

Ho : E[gi(Bo)] =0,
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and under standard regularity conditions,
d, 2
] = Xk

Remark. The degrees of freedom are ¢ — k because there are { moment restrictions but only k
free parameters. Intuitively, k of the moments are used to estimate the parameters, while the

remaining ¢ — k moments provide overidentifying content that can be tested.

The decision rule is therefore:
Reject Hy for large values of |.

Remark. The J-test does not tell us which moment condition is invalid. It only tells us that the

full set of overidentifying restrictions is collectively inconsistent with the data.

2.8 Endogeneity Tests

We now consider a classical application of GMM testing ideas: testing whether a regressor is
endogenous.
Suppose the model is
Y1 = Z1p1+ Vap2 +e,

and assume that
E[Zie] =0, E[Ze] = 0.

Here Y) is a regressor whose exogeneity we want to test. The null and alternative hypotheses

are
Hy: E[Ye] =0  versus Hi : E[Yze] #0.

Under the null, Y; is exogenous and can itself be used as an instrument. Under the alterna-

tive, it cannot. This suggests comparing two sets of moment conditions:

¢ the smaller set of moments, based on instruments
Z = (le ZZ)/

which is valid under both Hy and Hy;

¢ the larger set of moments, based on instruments
Z = (le ZZ/ YZ)/

which is valid only under Hy.
Let

] small
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denote the minimized efficient GMM criterion using the smaller instrument set, and let

J large

denote the minimized efficient GMM criterion using the larger instrument set. The C-test

statistic is

C=] large — Jsmatt-

Definition. The C-test (or difference-in-] test) for endogeneity is based on the increase in the
minimized GMM criterion generated by imposing the additional orthogonality condition im-
plied by exogeneity:

C= ]large — Jsmall-

Under H, the additional moment conditions generated by treating Y, as exogenous are

valid. Under standard regularity conditions,
d
C— )(%z,

where ks is the dimension of Y5.
Thus the decision rule is:

Reject Hy if C > c1_,,
where ¢1_, is the (1 — a)-quantile of the )(%z distribution.

Remark. The intuition is that the smaller set of moments is valid whether or not Y, is endoge-
nous. The additional moments involving Y>, however, are valid only if Y; is exogenous. If
adding these moments creates a large increase in the minimized GMM criterion, then the data

reject the extra orthogonality conditions implied by exogeneity.

Remark. This test is closely related to the familiar Durbin-Wu-Hausman logic: compare an
estimator that remains valid under endogeneity with one that is efficient under exogeneity.
In the GMM framework, this comparison is naturally expressed as a difference in minimized

criterion values.

Inference and specification testing in GMM

Once a consistent estimator of the asymptotic variance is available, standard large-sample
inference for GMM follows from asymptotic normality. In overidentified models, the J-
test evaluates whether the full set of moment restrictions is jointly compatible with the
data. Endogeneity tests can then be formulated as difference-in-] tests that assess whether

additional orthogonality conditions implied by exogeneity are supported by the data.

. J
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3 Nonlinear and Conditional Moment Equation Models

So far, we have mostly focused on linear models with unconditional moment restrictions. This
framework is already broad and very useful, but many econometric applications require a
more general setup. In particular, economic models are often nonlinear in the parameter of
interest, and many identifying restrictions arise naturally as conditional moment restrictions
rather than unconditional ones.

For that reason, it is useful to extend the GMM framework in two directions. First, we allow
the moment function to be nonlinear in the parameter. Second, we consider models in which
the population restriction is conditional on an information set. We begin with the nonlinear

case.

3.1 GMM for Nonlinear Models

Suppose the parameter of interest is B € R¥, and let g;(8) be an m x 1 vector of moment

functions, possibly nonlinear in . The population moment restriction is

E[gi(Bo)] =0,

where By denotes the true parameter value.

The sample analogue of the moment condition is

iigi(ﬁ)'

i=1

Given a symmetric positive definite weighting matrix W, the nonlinear GMM estimator is

defined as

Bgmm = argmin]u(f), Ju(B) = n&n(B)'W&n(P).

Remark. This is exactly the same logic as in linear GMM. The only difference is that the mo-
ment function is now nonlinear in 3, so the minimization problem is generally solved numeri-

cally rather than in closed form.

To describe the asymptotic distribution of Bgmmr define

Q—E [aaﬁ,gi(ﬁo)] O =Eg(fo)g(p))

Here Q is the Jacobian matrix of the population moment function, evaluated at the truth, and
() is the covariance matrix of the moment conditions.

Under standard regularity conditions,

V71 (Bgmm — Bo) % N(0, V),
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where

Vs = (QWQ) 1 (QWQWQ)(Q'WQ) .

Remark. This is the nonlinear analogue of the usual GMM asymptotic variance formula. The
structure is the same as before: the Jacobian Q measures how informative the moments are

about the parameter, while () captures the sampling variability of the moments themselves.

If the efficient weighting matrix is used, namely
W=,
then the asymptotic variance simplifies to
Vs =(Q0TQ)

Remark. Thus, the same efficiency logic carries over from the linear case to the nonlinear one.
Efficient GMM reweights the moments using the inverse of their covariance matrix, placing

more weight on moments that are more informative and less noisy.

In practice, Vj is estimated by replacing the population objects Q and () with consistent
sample analogues. This yields a feasible estimator of the asymptotic variance and therefore

standard errors for nonlinear GMM estimation.

Nonlinear GMM

Nonlinear GMM extends the usual moment-based framework by allowing g;() to be non-
linear in B. The estimator still minimizes a quadratic form in the sample moments, and its
large-sample distribution has the same sandwich form as in linear GMM. The efficient

choice of weighting matrix remains W = Q1.
- J

3.2 Conditional Moment Equation Models

Up to this point, we have mainly worked with unconditional moment restrictions of the form

E[gi(Bo)] = 0.

In many econometric applications, however, the model implies a stronger restriction: not
merely that a residual has mean zero on average, but that it has mean zero conditional on a

vector of observable variables Z;. This leads to the conditional moment restriction
Elei(Bo) | Zi] = 0.

A useful way to think about this condition is the following. An unconditional moment

restriction says that the error averages out in the population. A conditional moment restriction
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says something stronger: once we condition on the information contained in Z;, the error is
still not systematically predictable. In that sense, conditional moments contain much more
information than unconditional ones.

A leading example is the regression equation
Y; = XiBo +ei,

together with the restriction
IE[EZ‘ ‘ Zi] =0.

Equivalently,
E[Y; — X{Bo | Zi] = 0.

Thus, the identifying content of the model is naturally expressed as a conditional moment

equation.

Proposition (From conditional to unconditional moments). Suppose
Elei(po) | Zi] = 0.

Then, for any measurable function ¢p(Z;, Bo) such that the expectation exists,

E[¢(Zi, Bo)ei(po)] = 0.

Proof. By the law of iterated expectations,

E[¢(Zi, Bo)ei(Bo)] = E[E[@(Z;, Bo)ei(Bo) | Zil] -

Since ¢(Z;, Bo) is measurable with respect to Z;,

E[p(Zi, Bo)ei(Bo) | Zi] = ¢(Zi, Bo)E[ei(Bo) | Zi] = 0.

Therefore,

E[¢(Z;, Bo)ei(Bo)] = 0. 0

This proposition is fundamental. It shows that a single conditional moment restriction
generates an entire class of valid unconditional moment restrictions. For every admissible

function ¢(Z;, B), we obtain a moment condition that can in principle be used in GMM.

Remark. This is where the main new issue arises. In unconditional GMM, we typically start
with a finite list of moments. In conditional moment models, by contrast, there are potentially
infinitely many valid moments, because there are infinitely many functions of Z;. The question
is therefore not only whether valid moments exist, but which instrument functions should be

used.
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This leads to three natural approaches:

1. choose a finite set of instrument functions from some rich class;

2. construct the optimal instrument, meaning the one that minimizes the asymptotic vari-

ance;

3. use a simple instrument choice, such as Z; itself, and proceed with standard IV or 2SLS.

The first approach is conceptually attractive but technically delicate, because one must de-
cide how to approximate an infinite-dimensional instrument space with a finite-dimensional
class. The third approach is simple and often practical, but it need not be efficient. The second

approach is the one that delivers the efficiency benchmark.

Optimal instruments

The efficient choice of instrument in conditional moment models was derived by Chamberlain.
Let
of = Elei(Bo)* | Zi).

Under regularity conditions, the optimal instrument is

Aj=—0"E [az?[;@i(ﬁo) ’ Zi] ,

so that the efficient moment condition is

8i(Bo) = Aiei(Bo)-
Remark. This formula has a very natural interpretation. The term

E [;Bei(ﬁo) | Zi]

captures how sensitive the residual is to changes in the parameter, conditional on the informa-
tion in Z;. The factor 0'1-_2 then reweights observations by their conditional precision, giving
less weight where the conditional error variance is large and more weight where it is small.

Thus, the optimal instrument balances identification strength and noise reduction.

Remark. This is the conditional-moment analogue of the efficient weighting logic in GMM
and the precision-weighting logic in GLS. The estimator uses exactly those transformations
of Z; that are most informative about By, while discounting components associated with high

conditional variance.
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Linear IV as a special case

Consider the linear model

ei(B) =Y — Xip
Then 5
@ei(ﬁ) er

so the optimal instrument becomes
A =0 *E[X; | Z].

This is a very useful result. It shows that, in the linear IV model, the efficient instrument is
the conditional expectation of the endogenous regressor given the instrument set, reweighted
by conditional precision.

If, moreover, X; = Z;, then

A= ch._ZXi.

In that case, efficient GMM coincides with GLS.

Remark. The linear formula makes the general result much easier to understand. One should
use, from the information contained in Z;, exactly the component that best predicts X;, and
then weight it more heavily when the conditional noise is small. This is the deeper efficiency

logic underlying instrumental variables estimation.

In practice, the optimal instrument A; is unknown, because it depends on conditional ex-
pectations and conditional variances that must themselves be estimated. For that reason, the
optimal IV formula is primarily a benchmark: it tells us what the efficient estimator is trying

to approximate.

Why conditional moments matter

A conditional moment restriction such as
Ele;(Bo) | Zi] =0

contains much more information than a single unconditional orthogonality condition. By
multiplying the residual by functions of Z;, we obtain many valid unconditional moments.
The econometric problem is then to choose instrument functions that extract this infor-

mation as efficiently as possible. Chamberlain’s optimal IV result provides the efficiency

benchmark for this choice.
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3.3 Empirical Illustration: Revisiting Angrist and Krueger (1991) Using GMM
As an empirical illustration, consider the classic returns-to-schooling specification
log(wage;) = B1 + B2 education; + X B3 + e;.

We focus on the specification without state-of-birth indicators and use only the three quarter-
of-birth indicators as instruments, so that ¢, = 3.

Table 1 reports the resulting estimates from efficient GMM and conventional 2SLS.

(1)GMM _ (2) 2SLS

B2 0.0990964  0.0989901
se(By) (0.0207334)  (0.0207315)
J-statistic 2.34278

p-value (0.3099)

C-statistic 3.09299

p-value (0.0786)

Table 1: Angrist and Krueger (1991) revisited with GMM

Several points are worth emphasizing.

First, the GMM and 2SLS estimates of the return to education are nearly identical:
B2 ~ 0.099.

Under the usual semi-log interpretation, this corresponds to an estimated return of roughly
9.9% in wages for an additional year of schooling.

Second, the standard errors are also essentially the same. This suggests that, in this speci-
fication, efficient reweighting through GMM yields only limited gains relative to conventional
25LS. That is not surprising: when the number of instruments is small and the moment struc-
ture is relatively simple, 2SLS is often already close to the efficient estimator.

Third, because the model is overidentified, the J-test can be used to assess the joint validity
of the overidentifying restrictions. The reported p-value of 0.3099 does not reject the null, so
the data do not provide evidence against the validity of the instrument set.

Finally, the reported C-statistic equals 3.09299, with p-value 0.0786. Interpreted as a difference-
in-] test, this provides only mild evidence against the null being tested: it would reject at the
10% level, but not at the 5% level.

Remark. This illustration is useful because it connects the abstract efficiency theory to a famil-
iar empirical application. In practice, GMM often confirms the main IV estimate while also
providing a unified framework for overidentification tests, endogeneity tests, and efficient

weighting.
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Empirical takeaway

In the Angrist-Krueger application, efficient GMM and 2SLS deliver almost identical esti-
mates of the return to education. The overidentifying restrictions are not rejected, and the
difference-in-] statistic suggests at most weak evidence against the null under considera-

tion. This is a good example of how GMM extends IV without necessarily overturning its

main empirical conclusions.
- J

3.4 A useful intuition: GMM as a weighted average of just-identified IV estima-

tors

Consider the scalar linear model
Yi = Xif +ei,

and suppose we have access to two scalar instruments, Z;; and Z;. A convenient way to think

about GMM in this setting is that it tries to make the sample moments

l Z Zli(Yi — Xlﬁ) and 1 ZZzi(Yi — X,‘B)
ni3 ni3

as close to zero as possible, while allowing us to weight the two moment conditions differently.

Define

S Y Za(Y = X
gn(ﬁ): nzl—l 1( ﬁ) , W:<a)1 0

LY Zoi(Yi — XiB)
Then the GMM estimator solves
ﬁGMM = arg mﬁin g_n(ﬁ),wg_n (B)-
Equivalently, one may write
Bomm = afgmﬁin ng.(B)Wgu(B),

since multiplying the objective function by the positive constant n does not change the mini-
mizer. The factor n is useful for asymptotic theory and for the overidentification J-test, but it
is irrelevant for finding the estimator itself.

To see the structure more clearly, define

32



Then
} Y,
3n(B) = (az B bzﬁ) ’

Ju(B) = wi(a1 — b1B)* + wa(az — bap)>.

so the criterion becomes

Differentiating and solving the first-order condition yields

w1bya; + wabray
w1b? + wyb3

,BGMM =

Now note that the just-identified IV estimator using only Z; is

A al
Brvi = b
and the one using only 7, is
Brva =17
w2 = by

Substituting these expressions into the GMM formula gives

2 2
BGMM = iby BIVl + 0272 31\/2
w1b? + wob3” b2+ wyb3

Therefore, BG MM is a weighted average of the two IV estimators obtained separately from
Z1 and Z;.

Main intuition. This example is useful because it makes the logic of GMM very transparent.
Each instrument generates one sample moment condition, and each moment condition by itself
produces a just-identified IV estimator. GMM combines these moment conditions into a single
criterion and chooses the value of B that makes the weighted sum of squared moment errors
as small as possible.

The effective weight attached to each IV estimator is not only wj, but w]'b]z. The term w;
reflects how much importance the weighting matrix gives to moment j, while bJZ captures how
strongly that moment responds to changes in B. Thus, a moment condition receives more
influence when it is both highly weighted and highly informative about the parameter.

In this sense, GMM in overidentified models can be viewed as a disciplined way of com-
bining several just-identified estimators into a single estimator that uses all available moment

information.
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4 Potential Outcomes Framework

References

The main references for this section are Angrist and Pischke (2009) and Imbens and Rubin
(2015). An additional useful reference is Angrist and Pischke (2015). For an empirical applica-

tion, we will later refer to Finkelstein et al. (2012).

Motivating example: Do hospitals make you sick?

A useful motivating example, following Angrist and Pischke (2009), is the question:
Do hospitals make you sick?
Consider data from the 2005 NHIS. Let the outcome of interest be
Y; € {1,2,3,4,5},

where Y] is self-assessed health, with 1 denoting poor health and 5 denoting very good health.

Define the treatment indicator by

b {1, if individual i had an overnight hospital stay during the last 12 months,
i =

0, otherwise.

The raw comparison between treated and untreated individuals is summarized in Table 2.

N Y SE
D=1 7774 321 0.014
D=0 90049 393 0.003

Table 2: Hospital stay and self-assessed health

The difference in average outcomes is
Y — Yy =321-393=-0.72,

and this difference is statistically significant.

A first, naive reading of this comparison might suggest that hospital stays worsen health.
But this conclusion is not yet justified as a causal statement. Individuals who go to the hospital
are systematically different from those who do not, so a simple comparison of means generally

mixes together causal effects and selection effects.

Remark. This is exactly the type of problem that motivates the potential outcomes framework.
The central question is not merely whether treated and untreated units have different average

outcomes, but whether the observed difference can be interpreted causally.
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Introduction

So far, we have discussed causality mainly through linear models. To illustrate the limitations

of that approach, recall the type of model used in earlier empirical work:
Y, = a + yYy + BTreatment + ey,

where f is interpreted as the causal effect of interest.
When this is taken to be the true causal model, it imposes restrictive assumptions. In par-

ticular:
1. Bis a constant, so treatment effects are homogeneous.

2. The model is linear and additive, so treatment effects do not vary with baseline outcomes

or unobservables.

The potential outcomes framework provides a much more general language for defining
and analyzing causal effects. It does not require causality to be embedded in a specific linear
or nonlinear regression model. Instead, it starts from a conceptual description of what would
happen to each unit under alternative treatment states.

Historically, this framework was introduced by Jerzy Neyman and later generalized and

popularized by Donald Rubin.

Why move beyond linear causal models?

Linear causal models are often convenient, but they can build in strong restrictions from
the start. The potential outcomes framework separates the definition of causal effects from

the choice of statistical model. This is powerful because it lets us define causality first and

only then ask what assumptions are needed to identify it from the data.
- J

The potential outcomes framework

We now introduce the potential outcomes (PO) framework, which provides a general language
for causal inference.

We are interested in the causal effect of a binary treatment, policy, or intervention
D; € {0,1}

on an outcome
Yz' ey CR.

In addition, for each unit i, we observe a vector of covariates

X; € X C R~
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The key conceptual step in the PO framework is to postulate the existence of two potential

outcomes for each unit, indexed by treatment status:
Yi(1) and Y;(0),

where
* Y;(1) is the outcome that unit i would realize if treated (D; = 1),
* Y;(0) is the outcome that unit i would realize if untreated (D; = 0).

The individual causal effect is then defined as
Yi(1) - Y;(0).

Remark. This is an extremely important conceptual shift. In the PO framework, causality is de-
fined at the level of counterfactual comparisons: for a given unit, the causal effect is the difference

between what would happen under treatment and what would happen without treatment.

Remark. The individual treatment effect Y;(1) — Y;(0) is itself a random variable. This imme-
diately allows for heterogeneous treatment effects: different units may respond differently to

the same intervention.

A useful intuition

The PO framework asks a simple but powerful question: for the same unit, what would the

outcome be under treatment, and what would it be without treatment? Causal inference

is fundamentally about comparing these two states of the world.

The fundamental challenge of causal inference

If both Y;(1) and Y;(0) were observed for every unit, then causal inference would be straight-

forward. We could compute the treatment effect for each unit,
Yi(1) = Y;(0),

and therefore recover the entire distribution of treatment effects.
The problem is that, in reality, we only observe one of the two potential outcomes for each

unit:
e if D; =1, we observe Y;(1),
e if D; = 0, we observe Y;(0).

We do not observe Y;(1) for units with D; = 0, and we do not observe Y;(0) for units with
D =1.
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Thus, the realized outcome can be written as
Y; = Yi(1)D; + Yi(0)(1 — D).

Equivalently,
Y; = Y;(0) + (Yi(1) — Y;(0)) D;.

These identities are purely algebraic, but they are very revealing. They show that the ob-

served outcome combines two objects:
1. the untreated potential outcome Y;(0),
2. the treatment effect Y;(1) — Y;(0), which is switched on only when D; = 1.

Remark. This is the fundamental problem of causal inference: for each unit, one potential out-

come is observed and the other is missing. The missing potential outcome is the counterfactual.

Remark. Because one of the two potential outcomes is always unobserved, causal effects can-
not be identified from the data alone. Additional assumptions are needed to link observed

outcomes to the counterfactual outcomes we do not see.

Why causality is hard

Data never show us both states of the world for the same unit. We see what happened
under the realized treatment status, but we do not see what would have happened under
the alternative treatment status. Causal inference is therefore a missing-data problem at its

core.
- /

Defining the objects of interest

In principle, once the potential outcomes Y (1) and Y (0) are introduced, one could study any

feature of their joint distribution,

Fy(),y(1) (o, y1) = P(Y(0) < yo, Y(1) < y1).

This joint distribution fully characterizes how untreated and treated potential outcomes are
related across units.

For example, one might be interested in the distribution of individual treatment effects,

Unfortunately, identifying either the joint distribution Fy(g) y(1) or the distribution of treat-
ment effects Fy(1)_y(o) is generally impossible without very strong assumptions, because we

never observe both potential outcomes for the same unit.
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Therefore, following standard practice, we focus on causal parameters that are identifiable
under weaker assumptions.
A useful benchmark is to ask what is identified in an experiment where treatment is ran-

domly assigned. That benchmark will guide the parameters we emphasize below.

Remark. The key difficulty is that the marginal distributions of Y (1) and Y(0) may be identi-
tied under suitable assumptions, but their joint distribution is much harder to recover because

the dependence between the two potential outcomes is fundamentally unobserved.

Remark. To identify the full distribution of treatment effects, one would need additional struc-
ture tying together Y (1) and Y (0), such as strong restrictions on their dependence. This is
why most empirical work concentrates on averages, quantiles, or other functionals that can be

learned from weaker assumptions.

Treatment effects

The main treatment effect considered in these notes is the Average Treatment Effect (ATE),
ATE = E[Y (1) — Y(0)].

The ATE is the average effect that would arise if we could compare the entire population
under treatment with that same population without treatment. This is the ideal causal compar-
ison, but it is fundamentally counterfactual because each unit is observed in only one treatment
state.

A second important object is the Average Treatment Effect on the Treated (ATT),
ATT =E[Y(1) - Y(0) | D =1].

The ATT focuses only on the units that actually received the treatment. It asks: among
treated units, what is the average difference between their outcome under treatment and the
outcome they would have had without treatment? The second object is counterfactual, but
under additional assumptions it can sometimes be identified from the data.

Other treatment effects of interest include Distributional Treatment Effects (DTE), defined
by

DTE(y) = hwy)(y) = Fvoy),  yed

The DTE compares the entire distribution of potential outcomes under treatment with the
entire distribution without treatment. Instead of asking how the mean changes, it asks how
the probability of being below each outcome level y changes when moving from no treatment

to treatment.
And Quantile Treatment Effects (QTE), defined by

QTE(7) = Qy1)(T) — Qy(0)(T), T€(0,1),
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where Qy4)(7) denotes the T-quantile of the distribution of Y(d), ford € {0,1}.

The QTE compares quantiles of the treated and untreated potential outcome distributions.
It asks how the treatment changes different parts of the outcome distribution, such as the
median or the lower and upper tails. In general, this is a comparison of marginal quantiles,
not necessarily the treatment effect for the same individual located at a given quantile.

One may also define the corresponding objects for the treated subpopulation, such as

treated-group distributional effects and treated-group quantile treatment effects.

Remark. The ATE is a mean comparison across the two potential outcome distributions. The
ATT instead focuses on the subpopulation that actually receives treatment. These two param-

eters coincide only under special conditions.

Remark. DTE and QTE are useful when treatment effects are heterogeneous. The ATE can
mask important distributional changes, whereas DTE and QTE allow us to see whether treat-

ment shifts the entire outcome distribution or affects some parts of it more than others.

A useful hierarchy of causal parameters

The potential outcomes framework naturally generates a hierarchy of causal objects. At
the most ambitious level, one may want the full joint distribution of (Y(0),Y(1)). In prac-
tice, this is rarely identified. More commonly, empirical work targets lower-dimensional
summaries such as the ATE, ATT, DTE, or QTE, which require weaker assumptions and

are often directly policy-relevant.
. J

SUTVA

An important assumption that is often left implicit in the potential outcomes framework is the
Stable Unit Treatment Value Assumption (SUTVA).

Proposition (SUTVA). The Stable Unit Treatment Value Assumption has two components:
1. The potential outcomes for any unit do not vary with the treatments assigned to other units.

2. For each unit, there are not different hidden versions of a given treatment status that generate

different potential outcomes.

The first component rules out interference across units. In other words, one unit’s outcome
cannot be affected by whether other units are treated. This excludes settings with peer effects,
spillovers, equilibrium effects, contagion, and related interactions.

The second component rules out hidden variation in treatment. The label D = 1 must corre-
spond to a well-defined intervention, and similarly for D = 0. If different versions of treatment
produce different outcomes, then the notation Y (1) is not sufficiently precise.

Under SUTVA, it is meaningful to speak of exactly two potential outcomes for each unit,

Y;(1) and Y;(0), indexed only by that unit’s own treatment status.

39



Remark. SUTVA is conceptually basic but substantively strong. It is often plausible in tightly
controlled experiments, but it can easily fail in economic settings where agents interact, mar-

kets adjust, or treatments are implemented in heterogeneous ways.

Remark. Without SUTVA, the notation Y;(1) and Y;(0) may be misleading. With interference,
one would need potential outcomes indexed by the entire treatment assignment vector. With
multiple versions of treatment, one would need a more refined treatment space than the binary

variable D.

Why SUTVA matters

The potential outcomes framework starts by assigning to each unit two counterfactual
outcomes, one under treatment and one under no treatment. SUTVA is what makes this
two-outcome representation coherent. If other units’ treatments matter, or if treatment has
multiple hidden versions, then the simple binary potential-outcomes notation is no longer

adequate.
(& J

Selection bias and random assignment
Simple mean comparisons are not causal effects

Consider the regression of Y on a constant and the treatment indicator D. Under standard reg-
ularity conditions, the OLS coefficient on D, say B, is consistent for the difference in population

means:
B=Y1-Yo & E[Y | D=1 -E[Y|D=0).

A natural question is whether
E[Y|D=1]—-E[Y|D=0]

can be interpreted as a causal effect.

In general, the answer is no. Using the potential-outcomes representation
Y =DY(1)+ (1 - D)Y(0),
we obtain
E[Y|D=1]-E[Y|D=0]=E[Y(1) | D=1] - E[Y(0) | D =0].
Add and subtract E[Y(0) | D = 1] to get

E[Y | D =1]—E[Y | D =0] = E[Y(1) = ¥(0) | D = 1]+ (E[Y(0) | D = 1] = E[Y(0) | D =0]).
ATT

selection bias
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Thus, the simple difference in observed means is equal to the Average Treatment Effect on

the Treated only if the selection bias term is zero.

Remark. This decomposition is fundamental. It shows that observed differences between
treated and untreated units combine two forces: a genuine causal effect and a pre-existing

difference between the groups.

Remark. If treatment status D is related to the untreated potential outcome Y(0), then the
selection bias term is generally nonzero. In that case, comparing treated and untreated units

confounds treatment effects with selection.

Intuition for selection bias

Selection bias arises because the treated and untreated groups are typically not comparable
before treatment. The treated units may already differ from the untreated units in ways
that matter for the outcome.

In the hospital example, people who spend the night in a hospital are usually in worse
health to begin with. So when we compare their observed health to the health of people
who did not go to the hospital, the difference reflects not only the effect of the hospital stay,
but also the fact that the hospital group had worse baseline health even in the absence of
treatment.

Formally, the term
E[Y(0) | D = 1] —E[Y(0) | D =0

measures exactly this baseline difference: how treated and untreated units would compare
if neither group were treated. If this term is not zero, then a raw comparison of means

cannot be given a causal interpretation.
. J

This discussion suggests that one route to identifying causal effects is to search for settings

in which the selection bias term is equal to zero.

Random assignment in experiments

Experiments provide a natural benchmark for observational research and are often described
as the gold standard for causal inference.
The key reason is that researchers control the treatment assignment mechanism and assign

treatment randomly. In a completely randomized experiment,
(Y(1),Y(0),X) L D.

That is, treatment assignment is statistically independent of both potential outcomes and ob-
served covariates.

Under random assignment, treated and untreated units are comparable in expectation. In
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particular, the untreated potential outcomes of treated units have the same distribution as the

untreated potential outcomes of untreated units, and similarly for treated potential outcomes.

Remark. Random assignment eliminates selection bias because treatment status is no longer
chosen on the basis of characteristics related to potential outcomes. The treated group is just a

random subset of the population, and so is the control group.

Remark. There are many forms of experimental assignment. Here the focus is on complete or
unconditional randomization, where treatment is assigned independently of everything else,

for example by a random number generator.

What is identified under random assignment?

Under random assignment, the marginal distributions of both potential outcomes are identi-
fied. For each d € {0,1},

Because Y (d) L D, we have

But when D = d, the observed outcome satisfies Y = Y (d). Therefore,
FraW) =P(Y(d) <y|D=d)=P(Y<y|D=d)

Hence, the distribution of observed outcomes in the treated group identifies the distribu-
tion of Y (1), and the distribution of observed outcomes in the control group identifies the
distribution of Y'(0).

Similarly, for d € {0, 1}, the treated-subpopulation distributions

Fy(a)p=1 )

are identified under random assignment as well.
It follows that any functional of these marginal distributions is identified. In particular, this
includes the ATE, ATT, DTE, and QTE.

Remark. Random assignment identifies the marginal distributions of Y(1) and Y(0), but not
their joint distribution. Even in an experiment, we still do not observe both potential outcomes

for the same unit.

Remark. This distinction is crucial. From the experiment, we can learn how outcomes are
distributed under universal treatment and under universal non-treatment. But we still cannot
directly recover the distribution of the individual treatment effect Y(1) — Y(0), because that
object depends on how Y (1) and Y(0) are paired within the same unit.
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Intuition for the marginal distributions

The word “marginal” here means that we study the distribution of each potential outcome
separately.

Under random assignment, the treated units give us a random sample from the population
under treatment, so their observed outcomes reveal the distribution of Y(1). Likewise, the
untreated units give us a random sample from the population under no treatment, so their
observed outcomes reveal the distribution of Y(0).

This is why an experiment lets us identify objects such as

and therefore also the ATE, DTE, and QTE.

But the experiment still does not show us, for any one individual, both what happened
under treatment and what would have happened without treatment. So it does not iden-
tify the joint distribution of (Y (0),Y (1)), nor the full distribution of individual treatment

effects, without additional assumptions.
\\ J

Discussion and intuition

The reason the ATT is identified under random assignment is that random assignment elimi-

nates the selection bias term. Recall that
EW!D:H—EW|D:M=AUW«EW@|D:H—EW®HD:@)

Under random assignment,
Y(0) L D,

SO
E[Y(0) | D =1] = E[Y(0) | D =0].

Therefore, the selection bias term is zero, and
E[Y | D=1]-E[Y|D=0]=E[Y(1) | D=1] - E[Y(0) | D=1] = ATT.
Moreover, under random assignment we also have
Y(1) LD and Y(0) L D.

Hence,
ATT =E[Y(1) - Y(0) | D=1] = E[Y(1)] — E[Y(0)] = ATE.

Remark. This is the key benchmark result. In a randomized experiment, the treated group
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is not a selected group with systematically different counterfactual outcomes. It is simply
a random subset of the population. Therefore, the untreated outcomes of the control group

provide a valid estimate of the missing counterfactual outcomes for the treated group.

Remark. The equality ATT = ATE under random assignment is also intuitive. Since treatment
is assigned independently of potential outcomes, the treated units are representative of the full
population in expectation. So the average effect for treated units is the same as the average

effect in the population.

Intuition: why random assignment solves the selection problem

The problem in observational comparisons is that treated and untreated units are usually
different before treatment. Random assignment breaks that link. It makes treatment status
unrelated, in expectation, to what units would have looked like without treatment and
also to what they would look like with treatment.

As a result, the control group becomes a valid stand-in for the missing counterfactual of

the treated group. This is why the difference in observed means has a causal interpretation

in a randomized experiment.
- J

The Oregon Health Insurance Experiment

A leading empirical example is the Oregon Health Insurance Experiment, discussed in Finkel-
stein et al. (2012). In 2008, a group of uninsured low-income adults in Oregon was selected
by lottery and given the chance to apply for Medicaid. This created a randomized controlled
design that can be used to study the effects of expanded access to public health insurance.

As summarized in the abstract of Finkelstein et al. (2012), the Oregon lottery provides an
opportunity to measure the effects of expanding public health insurance on health care use,
financial strain, and health outcomes among low-income adults.

For details and additional publications, see
https://www.nber.org/oregon.

This example is especially useful because it allows us to connect the abstract potential-
outcomes framework to the practical analysis of randomized experiments using regression

methods.

Remark. A subtle but important feature of the Oregon design is that the lottery randomizes
the opportunity to apply for Medicaid, not necessarily final insurance coverage itself. This dis-
tinction becomes important later when one studies imperfect compliance and instrumental

variables.
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Selection into health insurance: descriptive evidence

To see why selection bias is such a central concern, consider the descriptive comparisons re-
ported in Table 3, based on NHIS 2009 data and reproduced from Angrist and Pischke (2015,
Table 1.1).

Husbands Wives
Some HI No HI A Some HI No HI A
Health 4.01 3.70  0.31(0.03) 4.02 3.62 0.39(0.04)
Nonwhite 0.16 0.17  -0.01(0.01) 0.15 0.17  -0.02(0.01)
Age 43.98 41.26  2.71(0.23) 42.24 39.62 2.62(0.30)
Educ. 14.31 11.56  2.74(0.10) 14.44 11.80 2.64(0.11)
Family size 3.50 398 -0.47(0.05) 3.49 393 -0.43(0.05)
Employed 0.92 085 0.07(0.01) | 077 056  0.21(0.02)

Table 3: Descriptive differences by health insurance status

These comparisons show substantial differences between individuals with some health in-
surance and those with no health insurance. For both husbands and wives, insured individuals
report better health, are older, have more education, and are more likely to be employed.

This is exactly the kind of pattern that generates concern about selection bias. Insurance
status is clearly related to many characteristics that are also related to outcomes. Therefore, a
raw comparison between insured and uninsured individuals does not isolate the causal effect

of insurance.

Remark. The important point is not merely that the two groups differ in observables. Rather,
differences in observables suggest that they may also differ in unobservables and, more fun-
damentally, in their potential outcomes. That is precisely what undermines a causal interpre-

tation of simple mean comparisons.

Intuition from the insurance example

Suppose we compare the health of insured and uninsured individuals and find that the
insured are healthier on average. It would be incorrect to immediately conclude that in-
surance improves health by that amount. People who obtain insurance may already differ
systematically from those who do not: they may have different jobs, income, education,
family structure, or health risks.

So the observed difference mixes together two things:
1. the causal effect of insurance, and

2. the pre-existing differences between those who end up insured and those who do

not.

This is the essence of selection bias.
\_ J
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A final intuition on marginal distributions

Under random assignment, we identify the marginal distributions

Fy(y) (v) and Fy(o) ).

The word “marginal” means that we study each potential outcome distribution separately.
The treated group reveals the distribution of outcomes under treatment because, when
D =1, we observe
Y =Y(1).

Likewise, the control group reveals the distribution of outcomes under no treatment because,
when D = 0, we observe
Y =Y(0).

Therefore, the experiment lets us recover the two distributions corresponding to the two

policy regimes:
e the distribution of outcomes if everyone were treated,
¢ the distribution of outcomes if no one were treated.

From these two marginal distributions, we can compute many causal objects such as
ATE, DTE, QTE.

However, even in an experiment, we still do not observe both Y(1) and Y (0) for the same

unit. Therefore, we do not identify the joint distribution of
(Y(0), Y(1)),

and hence we do not automatically identify the full distribution of individual treatment effects
Y (1) —Y(0).

Remark. This is a very useful distinction. Random assignment tells us what the treated world
looks like and what the untreated world looks like, each taken separately. But it does not tell

us how the two worlds are paired within the same individual.

An analogy for marginal distributions

Think of two histograms. One histogram describes outcomes in the world where every-
one receives treatment; the other describes outcomes in the world where no one receives
treatment. Random assignment allows us to estimate both histograms.

But to know the treatment effect for each individual, we would need to know which treated
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outcome and untreated outcome belong to the same person. That matching is unobserved.
So experiments identify each distribution separately, but not the full individual-level map-

ping between them.

Unconfoundedness and the Causal Interpretation of Regression

A common informal justification for giving a causal interpretation to linear regression is the
claim that we “control for all relevant factors.” The goal of this section is to formalize that
argument within the potential outcomes framework.

The key idea is to begin with a causal estimand and an identification assumption, and only
then ask when regression can recover that estimand. The central assumption introduced here

is the unconfoundedness assumption.

Remark. The phrase “controlling for all relevant factors” is not, by itself, a formal identification
argument. In the potential outcomes framework, this intuition is translated into a conditional
independence restriction: after conditioning on observed covariates, treatment assignment is

independent of the relevant potential outcomes.

Roadmap
The discussion proceeds in two steps:
1. First, we study identification of treatment effects under unconfoundedness.

2. Second, we revisit linear regression through the lens of the potential outcomes frame-

work under the same assumption.

The emphasis is therefore not primarily on regression as a statistical routine, but on the

causal conditions under which regression admits a causal interpretation.

References

Main references:
¢ Imbens (2004)
¢ Angrist and Pischke (2009)
¢ Wooldridge (2010)
¢ Imbens and Rubin (2015)
Additional reference:

¢ Angrist and Pischke (2015)
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Identification under Unconfoundedness: Core Assumptions

Identification of treatment effects under selection on observables rests on three ingredients:
1. SUTVA,
2. Unconfoundedness,
3. Overlap.

These assumptions play different roles. SUTVA ensures that potential outcomes are well-
defined. Unconfoundedness delivers conditional exogeneity of treatment assignment. Over-
lap guarantees that treated and untreated units are both observed for the relevant values of the

covariates.

Remark. It is useful to separate these assumptions conceptually. Unconfoundedness alone is
not enough for identification if, for some values of the covariates, treatment status is determin-

istic. In that case there is no valid within-X comparison.

Unconfoundedness

Let D € {0,1} denote treatment status, let X be a vector of observed covariates, and let Y(1)
and Y(0) denote the potential outcomes under treatment and control. The unconfoundedness

assumption is
(Y(l),Y(O)) 1 D | X.

This assumption is also known as:
* ignorable treatment assignment,
* selection on observables,

¢ conditional independence.

Interpretation. Conditional on X = x, treatment assignment is as good as random. Thus,
among units with the same observable characteristics, treated and untreated units are compa-
rable in terms of their potential outcomes.

Equivalently, for each d € {0,1},
Y(d) LD | X.

Hence,
E[Y(d) | D=1,X=x]=E[Y(d) |D=0,X=x].
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Intuition. The assumption does not require treatment to be randomly assigned uncondition-
ally. There may be substantial selection into treatment. What it requires is that all variables
jointly affecting treatment choice and potential outcomes are contained in X. After condition-

ing on X, no residual selection bias remains.

Remark. A useful informal summary is:
“Selection may exist, but only through observables.”

That is the precise content of selection on observables.

Unconfoundedness and Exogeneity in the Linear Regression Model

A useful question is how unconfoundedness relates to the exogeneity assumption in the clas-
sical linear regression model.

Start from the potential-outcomes identity
Y = DY (1) + (1 - D)Y(0).

Suppose that treatment effects are constant:

for some constant T. Then

so that
Y =Y(0) + tD.

Now assume that the untreated potential outcome is linear in observables:
Y(0) = X'B+e.
Substituting into the previous expression yields
Y=1D+XpB+e.

Thus, under constant treatment effects and an additive linear specification for Y(0), the

observed outcome satisfies a linear regression equation.

Key equivalence. Under these assumptions,

(Y(0),Y1)) LD|X <« elD|X
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Why? Since Y (1) = Y(0) + 7, the pair (Y(0), Y (1)) is fully determined by Y (0). Therefore,
(Y(0),Y(1)) LD|X <= Y(0)LD]|X.

But
Y(0) = X’,B +e,

and conditional on X, the term X' is non-random. Hence the only remaining source of varia-
tion in Y(0) is e, so
Y0 LD|X <= elD]|X

Remark. This result shows that, in this special linear-additive constant-effect setting, uncon-
foundedness is equivalent to conditional exogeneity of the regression error. Outside this set-

ting, the two concepts need not coincide.

Example: Technology Adoption

Consider a firm deciding whether to adopt a new technology D € {0,1}. Output is given by
Y =g(D,e),
so that the potential outcomes are
Y(d) =g(d,e), de{0,1}.
Let C denote the cost of adoption. If the firm adopts decision d, profits are
n(d) = g(d,e) — Cd.
The firm chooses the action that maximizes expected profits conditional on C:
D = arg drer}gﬁ}]E[g(d, e) —Cd | C].

If
CLe,

then the adoption cost is independent of the unobserved productivity component. In that case,
E[g(d,e) —Cd | C] = E[g(d,e)] — Cd,
and therefore the adoption rule becomes

D= I{IE[g(l,e) —¢(0,e)] > c} = h(C).

50



Implication for output. The output potential outcomes are

Y(0) =g(0,e),  Y(1)=g(Le),

which depend only on e, whereas treatment choice D depends only on C. Since C L e, it
follows that
(Y(0),Y(1)) L D.

Hence treatment is unconfounded for the outcome Y.

Implication for profits. The profit potential outcomes are
n(d) = g(d,e) —Cd,

which depend on both ¢ and C. Since treatment choice D is itself a function of C, the potential
profits are generally not independent of treatment status. Therefore unconfoundedness fails
for profits.

This shows that unconfoundedness is outcome-specific: the same treatment assignment

may be unconfounded for output, but not for profits.

Remark. The core intuition is that firms select into treatment based on adoption cost C. This
does not create bias for output if C is unrelated to the output shocks e. But it does create bias

for profits, because C enters profits directly.

Overlap and Regression-Based Identification

Define the propensity score by
p(X)=E[D|X]=Pr(D=1]|X).

Since D € {0,1}, the conditional expectation of D coincides with the conditional treatment

probability.
Overlap. The overlap assumption is
0<p(X) <1

This is also called common support or positivity.

Interpretation. For every relevant value of X, there must be both treated and untreated units.

Thus treatment assignment must be non-degenerate within covariate cells.
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Remark. Unconfoundedness says that treated and untreated units are causally comparable

conditional on X. Overlap says that such comparisons are empirically feasible in the data.

Why overlap matters. If p(x) = 1, then all units with X = x are treated, so E[Y(0) | X = x]
cannot be learned from the data. Similarly, if p(x) = 0, then E[Y(1) | X = x] is not identified.
Thus overlap rules out support failures that would make the relevant counterfactual mean
unobservable.

Regression-Based Identification

Suppose that unconfoundedness and overlap hold. Define the observable regression functions
mi(x) =E[Y|X=xD=1], mo(x) =E[Y | X =x,D =0].

Then:
ATE = E[my(X) —mo(X)],

and

ATT = E[mi(X) —mo(X) | D =1].
Step 1: identification of the conditional effect. By consistency,

Y=Y(1) whenD =1, Y =Y(0) whenD =0.
Therefore,
E[Y | X=xD=1=E[Y(]l) | X=x,D=1],

and
E[Y | X=x,D=0] =E[Y(0) | X=x,D =0].

Under unconfoundedness,
E[Y(1) | X=x,D=1]=E[Y(1) | X =«],

and
E[Y(0) | X=x,D=0] =E[Y(0) | X = x].

Hence,
my(x) —mo(x) =E[Y (1) —Y(0) | X = «x].

So the difference in conditional observed means identifies the conditional average treatment
effect:
CATE(x) = E[Y(1) - Y(0) | X = x].

52



Step 2: integration over the relevant distribution of X. Applying the law of iterated expec-

tations,
ATE = E[Y(1) - Y(0)] = E[E[Y(1) — Y(0) | X]] = Efn1(X) — mo(X)]
Similarly,
ATT =E[Y(1)-Y(0) | D=1] =E[E[Y(1) —Y(0) | X] | D =1] = E[m1(X) —mo(X) | D =1].

Remark. The difference between the two formulas is in the weighting distribution. The ATE
averages over the unconditional distribution of X, while the ATT averages over the distribu-
tion of X among treated units.

A Weaker Assumption for Average Effects

If we are only interested in average effects, full unconfoundedness can be weakened to condi-

tional mean independence:
E[Y(d) | D,X] =E[Y(d) | X], d e {0,1}.

This is weaker than
(Y(1),Y(0)) LD | X,

because it only requires equality of conditional means, not equality of the full conditional

distributions.

Remark. Full unconfoundedness is stronger than needed for identifying average treatment
effects. For mean effects, it is enough that treatment assignment be conditionally exogenous in

mean.

The Propensity Score Theorem

A key result due to Rosenbaum and Rubin is that under unconfoundedness it is sufficient to

condition on the scalar propensity score p(X), rather than on the entire vector X.

Proposition (Propensity score theorem). Suppose unconfoundedness holds:
(Y(1),Y(0)) LD | X.

Then
(Y(1),Y(0)) L D | p(X).
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Proof. Because D € {0,1}, it is enough to show that
P(D =1]Y(1),Y(0), p(X)) = P(D = 1| p(X)).
Start with the left-hand side. Since D is binary,
P(D =1]Y(1),Y(0),p(X)) = E[D [ Y(1),Y(0), p(X)].
Using iterated expectations,
E[D | Y(1),Y(0), p(X)] = E[E[D | Y(1),Y(0), p(X), X] | Y(1), Y(0), p(X)]

Because p(X) is a measurable function of X, conditioning on (p(X), X) is the same as condi-
tioning on X, so
E[D | Y(1),Y(0), p(X), X] = E[D | Y(1),Y(0), X].

Now apply unconfoundedness:
(Y(1),Y(0)) LD | X = E[D|Y(1),Y(0),X] =E[D | X].
By definition of the propensity score,
ED|X]=P(D=1]|X)=p(X).
Therefore,
P(D =11Y(1),Y(0),p(X)) = E[p(X) | Y(1),Y(0), p(X)] = p(X).
On the other hand,

P(D=1]p(X)) =E[D | p(X)] = E[E[D [ X] | p(X)] = E[p(X) | p(X)] = p(X).

Hence
P(D=1[Y(1),Y(0),p(X)) =P(D=1] p(X)),

which proves
(Y(1),Y(0)) L D | p(X).

O]

Remark. This theorem is a dimensionality-reduction result. If X is high-dimensional, directly
conditioning on X may be difficult. The propensity score theorem shows that, for identification

purposes, the relevant information in X can be summarized by the scalar p(X).

Remark. The theorem does not say that any one-dimensional function of X is enough. It says
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that the specific object
p(X)=P(D=1|X)

contains all the information in X that matters for treatment assignment.

Identification Based on Inverse Probability Weighting (IPW)

The propensity score leads directly to a useful class of identification formulas and estimators.
The idea of IPW is simple: units that are unlikely to receive the treatment status they actu-
ally received are given larger weight, because they represent a larger fraction of the relevant

population.

Proposition (IPW identification). Suppose unconfoundedness and overlap hold. Then

7e = [y som] = o] ~* (1500

Moreover,

[ (D= p(X)Y
ATT=E [p@ =G —p<x>>} |

Proof. We prove the two formulas separately.

Step 1: ATE. Using the observed-outcome identity
Y =DY(1)+ (1-D)Y(0),

we have
DY = DY(1), (1-D)Y=(1-D)Y(0).

Consider the treated component:

=[50 == Lo |

Apply iterated expectations conditioning on X:

e [528]-<[gmon ].

Under unconfoundedness,
Y(1) L D|X,
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SO

E[DY(1) | X] = E[D | X]E[Y(1) | X]
—E[DY(1) | X,D=1]-P(D=1| X)+E[DY(1) | X,D = 0] -P(D =0 | X)

=0

= p(X)E[Y(1) | X].

Therefore,

Similarly,

Again conditioning on X,

Because Y(0) L D | X,
E[(1-D)Y(0) | X] = (1 - p(X))E[Y(0) | X].

Hence

(1-D)Y] _

Subtracting the two identities yields

E [pl(’;)} _E [%} _ E[Y(1)] — E[Y(0)] = ATE.

Finally, since
Dy (1-D)Yy  (D-pX))Y
p(X) 1-p(X) pX)(1-pX)

ATE — E [P(D —p(X)Y ] '

we obtain

Step 2: ATT. Recall that
ATT =E[Y(1) - Y(0) | D =1].

We identify the two terms separately.
First,
E[Y(1) | D=1] =
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Second, consider

E

p(X)(1-D)Y ]: 1 E{p(X)(l—D)Y@]
P(D=1)(1-p(X)| ~ PD=1) 1—p(x) |

Conditioning on X,

Using Y(0) L D | X,
E[(1-D)Y(0) | X] = (1 - p(X))E[Y(0) | X],

so the expression becomes
1

P(D=1)
Since E[D | X] = p(X)and Y(0) L D | X,

E[p(X)E[Y(0) | X]].

p(X)E[Y(0) | X] = E[D | XJE[Y(0) | X] = E[DY(0) | X].

Therefore,
pip = Ty EIPCOE(Y(©) | X)) = 5 )~ B(¥(0) | D= 1]
Hence
_ E[DY] p(X)(1 - D)Y
AT = o2~ E | b 2 ()

Combining the two terms over the common denominator P(D = 1)(1 — p(X)), we obtain

[ (D-p(x)Y
ATT=E [P(D -0 —p<x>>} |

O]

Remark. The ATE formula reweights treated units by 1/p(X) and untreated units by 1/(1 —
p(X)). Units that receive a treatment status that was unlikely given their covariates get more

weight, because they are especially informative about the counterfactual mean.

Remark. For the ATT, the weighting is asymmetric. Since the target parameter is the average
treatment effect for the treated, the treated group enters directly, while the control group is

reweighted so as to reproduce the covariate distribution of the treated population.

Remark. Overlap is crucial for IPW. If p(X) is very close to 0 or 1, the weights

1 1
—_— and

p(X) 1-p(X)

become very large. This foreshadows an important practical issue: even when identification
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holds, IPW estimators can be unstable when overlap is weak.

Interpreting Regression under Unconfoundedness

We now connect the unconfoundedness framework to linear regression. There are two useful
interpretations.
Interpretation 1: Regression as the best linear approximation

Under unconfoundedness,
(Y(1),Y(0)) LD X,

the observed conditional mean has a causal interpretation:
E[Y | D =d,X]|=E[Y(d) | X], d € {0,1}.
Equivalently,
E[Y |D,X]=DE[Y(1) | X] + (1 -D)E[Y(0) | X].

Thus, when we run a linear regression of Y on D and X, we may interpret it as constructing
the best linear approximation to a causal conditional expectation function.

Formally, the population linear regression coefficient vector solves
(t,B) = argrrtl%n E [(Y —tD — X'b)z} .

Hence the linear predictor
™D+ X'B

is the best linear predictor of E[Y | D, X], and under unconfoundedness this means it is the

best linear approximation to the causal object
DE[Y(1) | X]+ (1-D)E[Y(0) | X].

Remark. This interpretation is useful but limited. Regression does not generally recover the
exact causal response surface unless that surface is itself linear in (D, X). What regression

delivers is the best linear summary of that surface.

Remark. A common mistake is to conclude that the coefficient on D must equal the ATE. That
is not true in general. Without additional structure, linear regression typically recovers a par-

ticular weighted average of conditional treatment effects, not the simple unweighted average.
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Interpretation 2: Regression as a weighted average of treatment effects

Consider the population linear regression model
Y=1D+X'B+e,

where (7, B) are defined by the population least-squares projection of Y on (D, X).

The following result characterizes the coefficient T under unconfoundedness.

Proposition (Interpreting linear regression). Suppose unconfoundedness holds:

(Y(1),Y(0)) L D| X.

Suppose further that
E[D | X] = X'm.
Then
_ E[o}(X) ATE(X)]
TR
where
ATE(X) = E[Y(1) = Y(0) | X]
and
0p(X) =E[(D—-E[D | X])*| X] = Var(D | X).
Proof. Let

D=D-ED]|X].

Because E[D | X] = X' is linear in X, the Frisch-Waugh-Lovell theorem implies that the

population coefficient on D in the regression of Y on (D, X) can be written as

w]}

E]
E]

Y]

T = 2].

]}

We now analyze the numerator. Using
Y = Y(0) + D(Y(1) - Y(0)),

we obtain
EDY] =E[DY(0)]+E[DD(Y(1) — Y(0))].

Consider the first term. By iterated expectations,

E[DY(0)] = E[E[DY(0) | X]].
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Under unconfoundedness, Y(0) L D | X, so conditional on X,
E[DY(0) | X] =E[D | X]JE[Y(0) | X] =0,

since E[D | X] = 0. Therefore,
E[DY(0)] =0.

Now consider the second term. Again by iterated expectations,

Under unconfoundedness,
Y(1)-Y(0) L D| X,

E[DD(Y(1) - Y(0)) | X] = E[DD | X] E[Y(1) — Y(0) | X].

That is,
IE[D D(Y(1) —Y(0)) | X] =E[DD | X] ATE(X).

Since D =D — E[D | X],
E[DD | X] =E[D?| X] - E[D | X]*.
Because D € {0,1}, we have D?> = D, so
E[DD | X] =E[D | X] - E[D | X]* = Var(D | X) = 03(X).

Hence

For the denominator,
E[D?| = E[E[D? | X]] = E[Var(D | X)] = E[0p(X)] .

Combining numerator and denominator,

_ E[03(X) ATE(X)]
T E[(X)]

This proves the result. O

Remark. This proposition shows that regression estimates a variance-weighted average of condi-
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tional treatment effects. The weights are

So 7 is an average of ATE(X), but not generally the simple average.

Remark. When treatment is binary,
0p(X) = Var(D | X) = p(X)(1 - p(X)).

Therefore regression puts more weight on values of X where treatment assignment is more
variable—that is, where treated and untreated units coexist in substantial numbers. By con-

trast, cells with p(X) close to 0 or 1 receive little weight.

Remark. This weighting formula is very intuitive. Identification under unconfoundedness
comes from comparing treated and untreated units with the same X. If for some covariate
profile almost everyone is treated or almost no one is treated, there is little within-X variation

in treatment status, so linear regression learns relatively little from that region.

Remark. If treatment effects are constant, so that
ATE(X) =1 for all X,
then the weighting becomes irrelevant and the regression coefficient satisfies
T =Tp.

Thus, heterogeneity in treatment effects is exactly what makes the regression coefficient differ
from the ATE.

Remark. The assumption
E[D | X] = X'

holds automatically if the regression is saturated in X. In that case, the linear projection of D

on X coincides with the true conditional expectation.

Direct Estimation as an Alternative to Linear Regression

An alternative to linear regression is to estimate causal parameters such as the ATE and ATT
directly.

The identification results under unconfoundedness are constructive: once we write the
target parameters as functions of observable conditional expectations and probabilities, we
can replace those population objects by sample analogues. This leads to several important

classes of estimators.
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e Regression adjustment: estimate E[Y | D = d, X] and then average the implied counter-

factual outcomes.

e Inverse probability weighting (IPW): estimate the propensity score p(X) and use reweight-

ing formulas such as those derived above.

¢ Doubly robust methods: combine outcome regression and propensity score weighting.

Remark. Doubly robust estimators are especially attractive because they combine two models:
one for the outcome and one for treatment assignment. In their most basic form, they remain

consistent if at least one of these two models is correctly specified.

Remark. This perspective is conceptually important. Linear regression is not the only route
from unconfoundedness to estimation. It is one possible approximation strategy. IPW and

doubly robust estimators instead target the causal parameter more directly.

Remark. This direct-estimation perspective also opens the door to modern machine learning
methods. One may estimate nuisance objects such as E[Y | D, X] and p(X) flexibly, and then
plug them into orthogonal or doubly robust estimators. This is the logic behind the modern
treatment of causal inference in high-dimensional settings.

4.1 A comment on the inclusion of covariates

Consider the regression model
Y=1tD+XB+e,

where
(X,Y(1),Y(0)) LD

i.e. a completely randomized experiment. Then,

T=ATE = ATT Theorem 7.X in Imbens and Rubin (2015).

So, if D and X are independent, there is not ommited variable bias, so including X only matter
for efficiency.
But here we have
(Y(1),Y(0)) L D | X.

that is conditioned on X (unconfoundness), then,
T = E[w(X)ATE(X)] for w(X) >0

provided that E[D|X] is linear.
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The Local Average Treatment Effects (LATE) Framework

References. Main references for this topic include Vytlacil (2002), Angrist and Pischke (2009),
Huber and Wiithrich (2019), and Blandhol et al. (2025). Additional references include Abadie
(2003), Angrist and Pischke (2015), Hansen (2022), and the handbook treatment by Mogstad
and Torgovitsky (2024).

Introduction
A central question in instrumental variables analysis is the following:
What does 25LS/1V identify when treatment effects are heterogeneous?

Suppose D and Z are binary, and consider the simple linear IV model
Y =a+pBD +e.

If Z is used as an instrument for D, then the IV estimand can be written as

v Cov(Y,Z) E[Y|Z=1-E[Y|Z=0]
P = CoviD,Z) “ED|Z=1-ED|[Z=0]

Thus, the key issue is how to interpret this ratio when the causal effect of D on Y is not constant
across individuals.

The answer is provided by the LATE framework of Imbens and Angrist (1994): under
appropriate assumptions, the IV/Wald estimand identifies the average treatment effect for a

specific subpopulation, namely the compliers.

Potential Outcomes and Potential Treatments

Consider a setting with a general outcome Y, a binary treatment D, and a binary instrument
Z. For now, we abstract from covariates X.

A leading special case is a randomized experiment with imperfect compliance. The instru-
ment Z may be an assignment indicator, while D is actual treatment take-up.

To describe this environment, it is useful to define both potential outcomes and potential

treatments.

Potential outcomes. Index the potential outcomes by (d,z) € {0,1}2. Thus, for each unit

there are four potential outcomes:

Y(1,1), Y(1,0), Y(0,1), Y(0,0).
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Potential treatments. Treatment status may itself depend on the instrument. Hence we de-

fine two potential treatments:

where D(z) denotes the treatment the unit would receive if the instrument were set equal to z.

Observed variables. The realized treatment and realized outcome satisfy
D =2ZD(1) + (1-2Z)D(0),

and
Y=2ZY(D(1),1)+ (1—2)Y(D(0),0).

Remark. This framework is richer than the standard treatment-effects setup because the out-
come may depend both on the treatment received and directly on the instrument. The exclu-

sion restriction introduced below rules out such direct effectsof Zon'Y.

Four Types

The pair (D(0), D(1)) determines how a unit reacts to the instrument. This yields four behav-

ioral types:

Always-takers (T =a): D(0)=1, D(1) =1,
Never-takers (T =mn): D(0)=0, D(1) =0,
Compliers (T=c¢): D(0)=0, D(1) =1,
Defiers (T=df): D(0)=1, D(1) =0.

Remark. Always-takers and never-takers do not respond to the instrument. Compliers move
their treatment status in the same direction as the instrument. Defiers move in the opposite

direction.

Remark. The LATE parameter will eventually be interpreted as the average treatment effect
for compliers. Thus, the type classification is not just descriptive; it is fundamental for under-

standing what IV identifies.

LATE Assumptions

We now state the standard assumptions of the LATE framework.

Definition (LATE assumptions). The LATE framework imposes the following conditions:

1. Independence:
(Y(1,1),Y(1,0),Y(0,1),Y(0,0),D(1),D(0)) L Z.
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2. Exclusion:
P(Y(d,0) =Y(d,1)) =1, de {0,1}.

3. First stage:
P(Z=1) € (0,1), ED|Z=1]—-E[D|Z=0] #0.

4. Monotonicity:

Discussion.

Remark. Independence does not imply exclusion. Independence says that the instrument is
as-good-as-random with respect to all potential outcomes and potential treatments. Exclusion
says something different: conditional on the treatment level d, changing the instrument from

0 to 1 does not directly affect the outcome.

Remark. Under exclusion, it is legitimate to suppress the dependence of the outcome on z and

write

Y(d) =Y(d,z), ze{01}

In other words, once treatment status is fixed at d, the instrument no longer matters for the

outcome.

Remark. Monotonicity is the key new assumption in the LATE framework. It rules out defiers.

Equivalently, it requires that the instrument weakly increases treatment take-up for every unit.

Remark. Under independence,
ED|Z=1]-E[D|Z=0]=E[D(1) — D(0)].

To see this, note that
E[D | Z =z] = E[D(z)]

by independence, so
E[D | Z=1]—E[D | Z = 0] = E[D(1)] — E[D(0)] = E[D(1) — D(0)].
Remark. Under monotonicity, D(1) — D(0) € {0,1}, and
D(1)-D(0)=1 <= D(1) > D(0),

which occurs exactly for compliers. Hence
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Therefore, under independence and monotonicity,
E[D|Z=1]-E[D | Z=0]=P(D(1) > D(0)).

So the first stage is exactly the proportion of compliers in the population.

Remark. This last identity provides a very useful intuition: if the instrument barely changes
treatment take-up, then there are very few compliers, and the IV design has little identifying

content for treatment effects.

Examples of Potential Failures of LATE Assumptions

Example (Violation of exclusion). Consider the draft lottery application studied by Angrist
(1990). Let

Z; = 1{individual i was draft eligible}, D; = 1{individual i is a veteran},

and let Y; denote earnings.

The intended instrumental-variables logic is that draft eligibility affects earnings only through
veteran status. Under the exclusion restriction, this means that for each treatment status
de{0,1},

Yi(d,1) = Y;(d,0) as.

That is, once we hold fixed whether the individual becomes a veteran, draft eligibility should
have no additional direct effect on earnings.

A potential concern is that this exclusion restriction may fail because of educational draft
deferments. If draft-eligible individuals had an incentive to remain in college longer in order to
avoid induction, then draft eligibility could affect schooling decisions. Since schooling itself
may affect later earnings, the instrument could influence the outcome through a channel other
than veteran status:

Z; — schooling — Y.

If this channel is present, then the reduced-form effect of Z; on Y; would reflect not only the
causal effect of veteran status, but also the effect of changes in education induced by draft
eligibility. In that case, the IV/Wald estimand would no longer isolate the causal effect of D;
onY;.

The economic point is simple: exogeneity of the instrument is not enough. Even if draft
eligibility is as-good-as-random, the exclusion restriction can still fail if draft eligibility changes
earnings through any mechanism other than veteran status.

Empirically, Angrist and Krueger (1992) found little evidence of a substantial relationship
between draft lottery eligibility and schooling, in part because educational deferments were

being phased out during the relevant period. Thus, this concern is conceptually important
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even if it may not be quantitatively important in that specific application.

Remark. This example is useful because it clarifies the difference between independence and
exclusion. Independence says that the instrument is exogenous. Exclusion says that the instru-

ment operates only through the treatment of interest. These are logically distinct requirements.

Example (Violation of monotonicity). Consider the setting in Duflo and Saez (2003). Let
Z; = 1{individual i receives a financial incentive},

D; = 1{individual i attends the information meeting},

and let Y; denote take-up of the retirement plan.
The monotonicity assumption requires that the instrument weakly increases treatment
take-up for every individual:
D;(1) > D;(0) aus.

Equivalently, there are no defiers, that is, no individuals for whom

Why might monotonicity fail here? A possible concern is that financial incentives may
crowd out intrinsic motivation. Some individuals may have attended the information meeting in
the absence of payment because they were already interested in retirement planning. Once a
financial incentive is introduced, however, the meeting may be perceived differently: it may
look less informative, more promotional, or simply less appealing. If this crowding-out effect is
strong enough, some individuals who would have attended without the incentive may choose
not to attend with the incentive.

Such individuals are precisely defiers:

If a non-negligible fraction of the population behaves this way, then monotonicity fails.

The intuition is that monotonicity is not merely a statistical regularity about average at-
tendance. It is a unit-level requirement: the instrument must move each person weakly in the
same direction. Even if the incentive raises attendance on average, monotonicity can still fail
if it discourages attendance for some individuals.

This type of concern is discussed more generally by de Chaisemartin (2017), who empha-
sizes that monotonicity can be substantively demanding in applications where incentives may

generate heterogeneous behavioral responses.

Remark. The key distinction is between an instrument that increases treatment take-up for

most individuals and an instrument that increases take-up for every individual. LATE requires
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the latter in weak form, namely that the instrument does not induce anyone to move in the

opposite direction.

Vytlacil’s Equivalence Result

Vytlacil (2002) shows that the LATE assumptions admit a simple structural interpretation. In
particular, when the instrument and treatment are binary, the LATE framework is equivalent

to a threshold-crossing model for treatment selection.

Proposition (Vytlacil’s equivalence result). Suppose Z € {0,1} and D € {0,1}, and impose the
LATE assumptions: independence, exclusion, a nonzero first stage, and monotonicity. Then there exist

a latent variable U and a non-trivial function v(-) such that
D =1{v(Z) > U}, Z 1 (U,Y(1),Y(0)).

Conwversely, any model of this form satisfies the LATE assumptions.

For a binary instrument, non-triviality simply means that
v(1) # v(0).
Without loss of generality, we may assume that
v(1) > v(0).

Remark. The latent variable U can be interpreted as an individual’s resistance, cost, or reluc-
tance to take the treatment. The function v(Z) measures how strongly the instrument pushes

the individual toward treatment. Thus, the treatment rule
D =1{v(Z) > U}

says that an individual takes the treatment whenever the push generated by the instrument is

large enough to overcome his or her latent resistance.

Under the threshold-crossing representation, the potential treatment statuses are
D(0) = 1{v(0) > U}, D(1) = 1{v(1) > U}.
Since v(1) > v(0), the possible compliance types are determined entirely by the location of U:

¢ Always-takers:

In this case,



¢ Compliers:

In this case,

¢ Never-takers:

In this case,

Remark. This representation makes monotonicity transparent. Since v(1) > v(0), we automat-

ically have
D(1) > D(0) a.s.

Hence defiers cannot exist in a threshold-crossing model of this form. The compliers are ex-

actly those individuals whose latent resistance U lies between the two thresholds v(0) and

v(1).

Always-takers Compliers Never-takers

Remark. The figure provides the key intuition behind Vytlacil’s result. The instrument shifts
the treatment threshold from v(0) to v(1). Individuals far to the left have such low resistance
that they always take treatment. Individuals far to the right have such high resistance that they
never take treatment. Only those in the intermediate region switch treatment status when the

instrument changes, and these are precisely the compliers.

The LATE Theorem
We now state the main identification result of the LATE framework.
Proposition (LATE Theorem). Suppose the LATE assumptions hold. Then

E[Y |Z=1]-E[Y|Z=0]
E[D|Z=1]—-E[D|Z=0]

=E[Y(1) =Y(0) | D(1) > D(0)].
That is, the Wald estimand identifies the average treatment effect for compliers:
LATE := E[Y(1) — Y(0) | D(1) > D(0)].

Proof. Under exclusion, the potential outcome depends only on treatment status, so we may
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write
Y(1) =Y(1,1) = Y(1,0), Y(0) =Y(0,1) = Y(0,0).

Hence, using consistency,
Y =Y(0)+D(Y(1) = Y(0)), D =ZzD(1)+ (1—Z)D(0).
Fix z € {0,1}. Then
E[Y | Z = 2] = E[Y(0) + D(z)(Y(1) — Y(0)) | Z = 2].

By independence of
(¥(1),Y(0), D(1), D(0)) L Z,

we can drop the conditioning on Z = z, so
E[Y | Z = 2 = E[Y(0) + D(z)(Y(1) - Y(0))].
Therefore,
E[Y | Z=1]~E[Y | Z=0] = E[(D(1) ~ D(0))(Y(1) ~ Y(0))].
Next, again by independence,
E[D|Z=1]—E[D]|Z = 0] =E[D(1) — D(0)].

Now use monotonicity:

D(1) > D(0) a.s.
Since D(1), D(0) € {0,1}, this implies
D(1) — D(0) =1{D(1) > D(0)}.

Thus,
E[Y|[Z=1]-E[Y|Z=0] =E[Y(1) - Y(0)) 1{D(1) > D(0)}],

and
E[D|Z=1]-E[D | Z=0]=P(D(1) > D(0)).

Because the first stage is nonzero, we have

P(D(1) > D(0)) > 0.
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Dividing numerator and denominator yields

EY|Z=1-E[Y|Z=0] _ E[(¥Y(1)—-Y(0))1{D(1) > D(0)}]

E[D|Z=1]-ED|Z=0] P(D(1) > (0))
)

This proves the result. O

Remark. The theorem shows that IV does not identify the average treatment effect in the whole
population in general. Rather, it identifies the average treatment effect for the subpopulation

of compliers, namely those individuals whose treatment status is changed by the instrument.

Remark. The size of the complier subpopulation is identified by the first stage:
P(D(1) > D(0)) =E[D | Z=1]-E[D | Z =0].

Hence, if the first stage is small, the complier group may be a very small fraction of the popu-

lation.

Remark. This result gives the fundamental interpretation of the Wald estimator in the presence
of heterogeneous treatment effects: it is an average causal effect, but only for an instrument-

specific margin of individuals.

Remark. Is the LATE a useful quantity? There is disagreement on this. See, for example, the
papers in the issue in JEL Vol. 48, No. 2. 3

The LATE vs. Other Average Effects

A natural question is how the LATE relates to other average treatment effects. In general, the
LATE is neither equal to the ATT nor to the ATE.

Recall that under monotonicity the population can be partitioned into three types:

Always-takers: D(0) = D(1) =1
Compliers: D(0) =0, D(1) =1,
Never-takers: D(0) = D(1) =0

Thus,
LATE = E[Y(1) = Y(0) | D(1) > D(0)] = E[Y(1) = Y(0) | T = ].

LATE # ATT in general. The average treatment effect on the treated is

ATT := E[Y(1) - Y(0) | D = 1].

Shttps://www.aeaweb.org/issues/140
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But the treated population is not, in general, the same as the complier population. Indeed,

under monotonicity,
D=1 = ceitherT=4,0r(T=candZ=1).
Therefore,

E[Y(1) -~ Y(0) | D=1 = E[Y(1) = Y(0) | T=c|P(T=¢,Z=1|D =1)
+E[Y(1)-Y(0) | T=a]P(T=a|D=1).

Hence the ATT is a weighted average of the treatment effects for compliers and always-takers
among the treated. In general, this is different from the LATE, which averages only over com-

pliers.

LATE # ATE in general. The average treatment effect in the full population is
ATE := E[Y(1) — Y(0)].

Using the partition of the population into always-takers, compliers, and never-takers, we ob-

tain

+E
+E
Thus the ATE averages treatment effects over the entire population, whereas the LATE aver-

ages only over compliers. Unless these group-specific average treatment effects coincide, the
ATE and the LATE will differ.

Remark. The distinction can also be seen directly from the observed (D, Z) cells:
D=1,7Z=0 = T=a,
D=1,7z2=1 = Te{ac},
D=0,2=1 = T=mn,

D=0,Z=0 = Te{n,c}

So the treated group is not the same as the complier group, and the full population is larger
still.

Remark. Therefore, the LATE is an instrument-specific average treatment effect: it captures the
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causal effect for those individuals whose treatment status is changed by the instrument, not

necessarily for the treated population and not necessarily for the full population.
Remark. See Abadie (2003) for weighting representations that relate the LATE to other treat-

ment effect parameters.

Covariates

We now extend the LATE framework to allow for observed covariates X.

Definition (LATE-X assumptions). The LATE framework with covariates imposes the follow-

ing conditions:
1. Independence:

(Y(1,1),Y(1,0),Y(0,1),Y(0,0), D(1),D(0)) 1L Z | X.

2. Exclusion:
P(Y(d,O) =Y(d,1) | X) =1, d e {0,1}.

3. First stage:

P(Z=1|X)e(0,1), E[D|Z=1X]-E[D|Z=0,X]#0.

4. Monotonicity:
P(D(1) > D(0) | X) =1.

Remark. These are the direct analogues of the usual LATE assumptions, but now imposed
conditional on the observed covariates X. Thus, the identifying argument goes through within

covariate cells.

Proposition (Identification of the conditional LATE). Under the LATE-X assumptions, the condi-

tional local average treatment effect is identified for every covariate value x such that
ED|Z=1X=x]-ED|Z=0,X=x]#0.

Specifically,
LATE(x) :=E[Y(1) = Y(0) | D(1) > D(0), X = x|

is given by
EY|Z=1,X=x]-E[Y|Z=0,X=x]

LATE(x) = .
) = D Z=LX=x—ED[Z=0,X=1]

Remark. The proof is exactly the same as for the unconditional LATE theorem, except that

every step is carried out conditional on X = x.

73



Identification of the Unconditional LATE

The unconditional LATE can be written as the average of the conditional LATEs over the dis-

tribution of X among compliers:

LATE = / LATE(x) dFx|p(1)>D(0) (%)-

Remark. This expression shows that the unconditional LATE is not the simple average of the
conditional LATEs with respect to the marginal distribution of X. Rather, it averages LATE(x)

using the covariate distribution of the complier population.

Proposition (Frolich’s representation of the unconditional LATE). Suppose the LATE-X assump-

tions hold. Then the unconditional LATE can be written as

[(E[Y|Z=1,X=2x]-E[Y|Z=0,X = x]) dFx(x)

LATE = [(ED|Z=1,X=x]—E[D|Z=0,X=x]) dFx(x)’

Proof. Let
=1{D(1) > D(0)}

denote the complier indicator. Then
LATE=E[Y(1) - Y(0) |C=1] = /LATE(x) dFy|c=1(x).
By Bayes’ rule,

P(C=1|X=x)
P(C=1)

dFxc=1(x) = dFx(x).

Hence

LATE — P<C1:1) JLATEG) P(C = 1| X = x) dFx(x).

Now, under conditional independence and conditional monotonicity,
P(C=1|X=x)=ED|Z=1,X=x]—-ED|Z=0,X=x].

Also, by the conditional LATE theorem,

Therefore,

LATE(x)P(C=1|X=x)=E[Y |Z=1,X=x]—E[Y|Z=0,X = x].
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Substituting into the previous display gives

[(E[Y|Z=1,X=2x]-E[Y|Z=0X = x]) dFx(x)

LATE = PlC=1)

Finally,
P(C:1):/P(c:1|X:x)dFX(x):/(]E[D\zzl,X:x]—lE[D\z:o,x:x])dFX(x),

which yields the stated formula. O

Remark. This representation is useful because it shows that the unconditional LATE is directly
identified from conditional reduced-form and first-stage objects. Hence it can be estimated

without imposing a linear IV model.

Remark. See Frolich (2007) for this identification result, and Huber and Wiithrich (2019) for

references on estimation and inference.

IV/2SLS = LATE?

IV/2SLS with Covariates

The LATE theorem shows that IV /2SLS identifies the LATE in the binary-instrument, binary-
treatment setup without covariates. We now study what happens when covariates are included
linearly in the IV specification.
More specifically, consider an IV regression of Y on D and X, using Z as an instrument for
D. Assume
D e {0,1}, Z €{0,1},

and that X includes a constant.
Using the Frisch—-Waugh-Lovell theorem, Blandhol et al. (2025) write the IV estimand as

E(YZ) o
E(DZ) 72=72-P(Z|X),

,Biv =

N

where P(Z | X) denotes the linear projection of Z on X.
To state the result, define the shorthand

Ac(x) == E[Y(1) — Y(0) | D(1) > D(0), X = x],

Aa(x) :=E[Y(1) = Y(0) | D(1) = D(0) =1, X = 1].

Proposition (Proposition 1 in Blandhol et al. (2025)). Suppose that

E(Y(d) | X) = X'ns,  de{0,1}.
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Then
Biv = Elwe(X)Ac(X)] 4+ Elwa(X)As(X)],

where the weights are
we(X):=E(Z|X)(1-P(Z]|X))P(D(1) > D(0) | X) E(ZD) "},

and
wo(X):=E(Z| X)P(D(1)=D(0)=1| X)E(ZD) "

Proof. Let
m(X)=E(Z|X), pX)=PZ[X), wX):=EZ]|X)=mX)-pX),
and define
P.(X):=P(D(1) > D(0) | X),  Py(X):=P(D(1) = D(0) =1 X).

Recall that .
E(YZ)

E(DZ)’

ﬁiv =
Thus it suffices to derive a decomposition for the numerator E(YZ).

Step 1: Decompose the numerator. Using iterated expectations,
E(YZ) =E[E(YZ | X)].
Now use the identity
E(AB | X) = Cov(A,B | X)+E(A | X)E(B | X),
with A = Y and B = Z, to obtain

E(YZ) =E|[Cov(Y,Z | X)] +E[E(Y | X)E(Z | X)].

=:A =:B

Since Z = Z — P(Z | X) and P(Z | X) is measurable with respect to X,
Cov(Y,Z | X) = Cov(Y,Z | X).

Therefore,
A =E[Cov(Y,Z | X)].

Step 2: Evaluate term A.

We first recall a useful identity. For any random variable W and any binary variable B &
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{0,1},
Cov(W,B|X)=(E(W|B=1X)-E(W|B=0,X))E(B|X)(1-E(B]|X)).
Applying this with W = Y and B = Z, we get
Cov(Y,Z | X)=(E(Y|Z=1X)—E(Y|Z=0X))m(X)(1—-m(X)).
Now, conditional on X, the LATE theorem yields
E(Y|Z=1X)—E(Y|Z=0X)= AC(X)(IE(D 1Z=1,X)~E(D|Z= o,x)).
Under monotonicity,
E(D|Z=1X)-E(D|Z=0,X)=P(X).

Hence
Cov(Y,Z | X) = A(X)P(X)m(X) (l — m(X))
Therefore,

A =E[A(X)P(X)m(X) (1 - m(X))].

Step 3: Evaluate term B.
By monotonicity, conditional on X, the population is partitioned into always-takers, com-

pliers, and never-takers. Hence

E(Y|X)=E(Y|T=aX)P(T=a|X)
+E(Y|T=nX)P(T=n|X)
FE(Y|T=cX)P(T=c|X).

Using the type-specific treatment behavior,
Y =Y(1) foralways-takers, Y =Y(0) for never-takers,

and
Y=2Y(1)+(1—-2)Y(0) forcompliers.

Therefore,
E(Y|X)=E(Y(Q)|T=a, X)P,(X)

+E(Y(0) | T =n X)P(T=n|X)
FE[ZY(1) + (1 - Z)Y(0) | T = ¢, X] P(X).

)
(
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By conditional independence of Z,
Z 1 (¥(1),¥(0), D(1),D(0)) | X,
EZY1)+(1-2)Y(0) | T=¢,X]=m(X)E(Y(1) | T=0¢X)+(1—-m(X))E(Y(0) | T =¢, X).
Thus

E(Y | X)=E(Y(1)|T=a X)P(X)
+E(Y(0) | T =n X)P(T =n| X)

(
FEN(0) [ T = ¢, X)Pe(X) + m(X)Ac(X) Pe(X).

Now add and subtract E(Y(0) | T = a, X)P,(X). This gives
]E(Y | X) = ]E(Y(O) | X) + Aa(X>Pu(X) + m(X)AC(X)Pc(X)-

By assumption,
E(Y(0) | X) = X"no-

Hence
E(Y | X) = X0+ Aa(X)Po(X) + m(X) A (X)P(X).

Substituting this into B, we obtain

B=E [(Xliyo + A, (X)PQ(X) + m(X)AC(X)PC(X));t(X)]
= E[As(X)Po(X)pu(X)] + E[m(X) A (X) Pe(X) p(X)]
+E[X'nou(X)] -

Finally,
E[X"n0 u(X)] = noE[XZ] =0,

because Z = Z — P(Z | X) is the residual from the linear projection of Z on X, and is therefore

orthogonal to X. Thus

B = E[A:(X) Po(X)u(X)] + E[m(X)Ac(X) Pe(X)u(X)] -

Step 4: Sum the two terms.
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Combining A and B,

E(YZ) = E [AC(X)PC(X) (m(X)(1 —m(X)) + m(X)y(X))}

+ E[A(X) P (X)p(X)] -
Since p(X) = m(X) — p(X),
m(X)(1—m(X)) +m(X)u(X) = m(X)(1 - p(X)).
Therefore,
E(YZ) = E[Ac(X)Pe(X)m(X) (1 = p(X))] + E[Aa(X) Pa(X)(X)]
Dividing by IE(ZD), we obtain

Biv = Elwe(X)A:(X)] + Elwa(X)Al(X)],

where
we(X) = m(X) (1 = p(X))P(X) E(ZD) ",
and
wa(X) = p(X)Po(X) E(ZD) !
Recalling that
m(X)=E(Z[X), p(X)=PZ|X), wX)=EZ]|X),
this is exactly the claimed result. O

Remark (Why the sign conclusions about the weights follow). The conclusions about the weights

follow from two simple observations.

1. Since Z € {0,1},

2. Also,

Therefore, either

or E(Z | X) must take both positive and negative values.
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Hence, if E(ZD) > 0, the sign of w.(X) is governed by the factor
1-P(Z]X),

while w,(X) inherits the sign changes of E(Z | X). In particular, unless E(Z | X) = 0 almost

surely, the always-taker component gives rise to negative weights for some values of X.

Remark. This result shows that, once covariates are included linearly, the IV estimand need

not equal the LATE. Instead, it is generally a weighted average of
1. complier treatment effects, through A.(X), and
2. always-taker treatment effects, through A, (X).

Thus, linear IV with covariates need not recover a purely complier-specific causal parameter.

Remark. If E(ZD) > 0, then
we(X) <0 ifandonlyif P(Z|X)>1.

Moreover,
wa(X) <0

with positive probability unless
E(Z| X)=0.

Remark. Because
lE(Z | X)=E(Z|X)-P(Z| X),

whenever
E(Z | X) £ P(Z ]| X),

there are negatively weighted effects for some groups.

Implications for Applied Research

The result has several implications for practice.

1. If possible, use flexible specifications that ensure
E(Z|X)=P(Z|X).
2. If sufficiently flexible specifications are not possible, test whether
E(Z|X)=P(Z]|X),
for example using Ramsey’s RESET test.
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3. If Z € {0,1}, check that
P(Z|X)e|0,1].

This is a necessary, though not sufficient, condition for

E(Z | X)="P(Z| X).

4. Use alternative estimators; see Section 5 in Blandhol et al. (2025).

Remark. The key lesson is that IV /2SLS with linearly included covariates is not automatically
a LATE estimator. The linear specification for covariate adjustment matters, and misspecifica-

tion can generate contamination by always-taker effects as well as negative weighting.

5 Introduction to Panel Data Analysis

Panel data consist of repeated observations on the same units over multiple periods of time.*

This type of data structure is ubiquitous in modern empirical economics.

It is often useful to distinguish between two broad types of panel data:

1. Micro panels: panels with a large number of units and a relatively small number of time

periods.

2. Macro panels: panels with a moderate number of units and often a moderate to large

number of time periods.

In micro panels, and often also in macro panels, a common working assumption is that
observations are independent across units, while observations within a given unit may be
serially dependent over time. That is, the data are allowed to be autocorrelated within unit,
but dependence across different units is ruled out.

This assumption induces a natural cluster structure: each unit forms a cluster, and observa-
tions within the same cluster may be correlated. As a consequence, standard inference proce-
dures that treat all observations as mutually independent are generally inappropriate. This is
the main reason why panel-data applications often rely on cluster-robust standard errors, typi-

cally clustering at the unit level.

5.1 Why panel data matter

The key feature of panel data is that they allow us to track the same unit over time. Relative to
a purely cross-sectional dataset, this gives us additional leverage to study dynamic behavior,

persistent heterogeneity across units, and the role of within-unit variation over time.

“Main references for this section are Jeffrey M. Wooldridge, Econometric Analysis of Cross Section and Panel Data,
2nd ed. (MIT Press, 2010), and Bruce E. Hansen, Econometrics (Princeton University Press, 2022).
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At the same time, the repeated-observation structure creates econometric complications.
In particular, because observations within a unit are typically dependent, valid inference must

account for within-unit correlation.

5.2 Balanced and Unbalanced Panels

Units are indexed by i = 1,..., N, and time periods are indexed by t =1,...,T.

We distinguish between two standard panel-data structures:
1. Balanced panels: panels in which data are available for all units in all time periods.

2. Unbalanced panels: panels in which some observations are missing, so that not every

unit is observed in every period.

In an unbalanced panel, unit i is observed for T; < T periods. Let S; C {1,...,T} denote
the set of time periods for which unit i is observed.
The total number of observations depends on whether the panel is balanced or unbalanced.
In a balanced panel, we have
n= NT.

In an unbalanced panel, the total sample size is

=1

1

N
T.
=1

5.3 Notation
We index observations by the pair (7,t). For each unit i and time period t, let

Y € R

denote the outcome variable, and let
X; € RF

denote the vector of covariates.
To simplify the exposition, it is convenient to introduce stacked vector and matrix notation

at the unit level. For each unit i, define:

Y; := the T; x 1 vector stacking Yj;, t € S;, in chronological order,

X; := the T; x k matrix stacking Xj,, t € S;, in chronological order.
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Thus,

Yir, Xi,
Yit, Xi,

Y, = o, X; = i where S; = {t; < t) <--- <tr}.
YitTi XZ{tTi

Finally, stacking across units, define the full-sample objects
Y=(Y],...,Yy) and X=(X{,...,XN)"

This notation is especially useful in panel-data analysis because it makes explicit the two-
level structure of the data: observations are stacked over time within units, and then across

units in the sample.

5.4 Pooled Regression Model

The pooled regression model essentially ignores the panel structure. In particular, it treats the
panel as a single sample of observations and abstracts from the fact that repeated observations

belong to the same unit.

Using the notation introduced above, the model can be written at three different levels:

Yir = XiB + eir,
Yi = Xip +ei,
Y =XB+e.

The corresponding OLS estimator, called the pooled regression estimator, is

b = (£ D 0% h (£ z )

i=1t€eS; i=1teSs;

_ (ﬁ; XfX,-) h (ﬁ; X{Yz‘>

= (X'X)"Y(X"Y).

Thus, the pooled estimator is numerically identical to the usual OLS estimator obtained by
stacking all observations and running a single regression. What makes panel data special is
therefore not the algebra of the estimator itself, but rather the dependence structure of the data

and the assumptions under which this estimator is meaningful.
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5.5 Strict Mean Independence

A standard justification for ﬁpool is the assumption of strict mean independence:
E(eit ‘ Xl'> = O,

where X; denotes the full collection of covariates for unit 7 across all periods.

This assumption requires that the error in period ¢, e;;, be mean independent of all covari-
ates for unit i, including past, present, and future values. Hence, strict mean independence is
substantially stronger than a contemporaneous exogeneity condition.

An important implication is that lagged outcomes cannot be included among the regres-
sors. To see this, suppose

Xit = Y1

Then, at date t + 1, the regressor becomes
X1 = Yir-
But from the regression equation,
Yie = XiB + eit,

so X;;y1 necessarily contains e;;. Therefore, X; ;. is correlated with e;;, which violates strict

mean independence.

Interpretation. The pooled model is attractive because it is simple and uses standard OLS ma-
chinery. However, its validity rests on a strong exogeneity requirement. In panel settings, this
requirement is often too restrictive, which is one reason why fixed-effects and related estima-
tors become important.

5.6 One-Way Error Component Model

A natural extension of the pooled regression model is the one-way error component model:
Yie = XiyB +eir = XiyB + ui + €

In this specification, the composite error e;; has two components:
1. u;: a time-invariant unit-specific component or effect;
2. g;: an idiosyncratic shock.

Thus, the term u; captures persistent heterogeneity across units, while ¢;; captures transi-
tory variation within a unit over time.

At the unit level, the model can be written as
Yi = Xifp+ 1iu; + ¢,
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where
1,=(1,...,1) e RL.

This representation makes clear that the unit-specific effect u; enters each observation for

unit i in exactly the same way, because it is constant over time.

5.7 Random Effects vs. Fixed Effects

There are two leading approaches to the one-way error component model. They differ in the
assumptions imposed on the relationship between the unit-specific effect u; and the regressors
Xit.

1. Random effects model: u; and X;; are uncorrelated.

2. Fixed effects model: u; may be arbitrarily correlated with Xj;.

The distinction is econometrically important. If u; is correlated with the regressors, then the
pooled regression estimator is inconsistent. Under the same circumstance, the random effects
estimator is also inconsistent.”

Because correlation between u; and Xj; is often plausible in applications, fixed effects esti-

mators are frequently preferred.

Interpretation. The key issue is whether the unobserved time-invariant heterogeneity u; can be
treated as exogenous. If it can, then random effects is a viable strategy. If it cannot, then the
panel structure must be exploited more aggressively to eliminate u;, which is exactly the logic
behind fixed effects methods.

5.8 Two-Way Error Component Model

An important generalization of the one-way error component model is the two-way error com-
ponent model:
Yie = XiB + 0 + ti + €ir.

This specification augments the one-way error component model by introducing a time

effect v;. Thus, the model allows for two distinct sources of unobserved heterogeneity:
1. a unit-specific effect u;, which is constant over time for a given unit;
2. a time-specific effect v;, which is common across units in period ¢.

The term u; captures time-invariant heterogeneity across units, while v; captures aggre-
gate shocks or common factors that vary over time but affect all units in a given period. The
remaining component ¢ is the idiosyncratic shock.

The econometric appeal of this formulation is that it allows us to control simultaneously

for unobserved heterogeneity across units and for common time shocks. In particular, it is

5See Section 17.6 in Hansen (2022).
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possible to estimate this model without imposing assumptions on the relationship between Xj;

and v; by using two-way fixed effects estimators.
6
5.9 Fixed Effects Model: Assumptions and Interpretation

We now focus on the fixed effects (FE) version of the one-way error component model. The
model is
Yit:X{t,B“’ui'i‘eitr i=1,...,N, t=1,...,T.

The key assumption underlying FE estimation is strict exogeneity of the idiosyncratic error:
E(Xiseit) =0 foralls=1,...,T.
Equivalently, in a stronger conditional form, one often writes
E(eir | Xi,ui) =0,

where X; denotes the full history of regressors for unit i.
The condition
E(Xiseir) =0 foralls=1,...,T

is called strict exogeneity. It requires that the idiosyncratic shock in period t be orthogonal to all

regressors for the same unit, including past, present, and future values.

Why is this less restrictive than pooled OLS? The fixed effects model is less restrictive than
pooled OLS in one specific and important dimension: it allows the time-invariant unobserved
effect u; to be arbitrarily correlated with the regressors.

Under pooled OLS, the composite error is
eir = Uj + Eit,
and the relevant exogeneity requirement is essentially
E(eir | Xi) =0,

or equivalently,
E(ui + &t ‘ Xl') =0.

Thus pooled OLS requires both u; and ¢;; to be orthogonal to the regressors.
By contrast, FE estimation is designed precisely so that u; can be correlated with X;. The

identifying assumption is imposed only on the idiosyncratic component ¢;;, not on the time-

®For further discussion, see Chapter 17.27 in Hansen (2022).
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invariant heterogeneity u;.
Hence, FE relaxes the exogeneity requirement with respect to unobserved time-invariant
heterogeneity. This is the key value-added of panel data methods relative to pooled cross-

sectional regression.

Remark. The FE model is less restrictive than pooled OLS because it permits
COV(Mi, Xit) 7& 0.

However, it does not relax the temporal dimension of exogeneity: strict exogeneity still re-
quires that ¢;; be orthogonal to all regressors Xj;, past, present, and future. For this reason,
standard FE estimation typically rules out lagged dependent variables as regressors unless

further methods are introduced.”

5.10 Within Transformation

The main insight underlying FE estimation is that the unit-specific effect u; can be removed by
a suitable transformation. We start with the within transformation.

For any variable A;;, define its unit-specific time average by

- 1
Aj = T Y Ai,
! tesS;
and define the demeaned variable
Ay = Ay — A,

Applying this to the FE model
Yie = Xy + i + i,
and averaging over time for a fixed unit i, we obtain
Y, =X/B+u;+&.
Subtracting this time average from the original equation yields
Yie = Yi = (Xt — Xi) B+ (e — &)

Equivalently,
Yit = Xllt:B + Ejp.

This shows that the within transformation removes 1;, because u; is constant over time for

7See, for example, Bonhomme, S. (2025), Back to Feedback: Dynamics and Heterogeneity in Panel Data.
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a given unit:

U —u; = 0.

Therefore, any omitted variable bias originating from time-invariant unobserved hetero-
geneity is eliminated by this transformation. This is the fundamental logic behind FE estima-
tion.

Why does this work? The argument relies on three crucial ingredients:

1. Linearity: the model must be linear in the additive effect u;;

2. Time-invariance of f: the slope coefficient must be common across periods;

3. Time-invariance of u;: the unobserved effect must not vary over time.

If any of these conditions fail, the within transformation will generally not isolate f in this

simple way.

Remark. The within transformation does not eliminate all sources of endogeneity. It removes
only the time-invariant component u;. If the idiosyncratic shocks ¢;; are correlated with the re-
gressors, then FE estimation remains inconsistent. Thus FE solves omitted variable bias coming
from fixed unobserved heterogeneity, but not endogeneity arising from time-varying omitted

factors, simultaneity, or feedback from past shocks into future regressors.

5.11 Matrix Notation for the Within Transformation

It is useful to express the within transformation in matrix form. For any unit-level vector A;,
define its demeaned version by
A= A - 1A,

where
Ai = (1;11’) 711;A1’.

Since 1/1; = T, this is simply the average of the entries of A;. Hence,
Al' =A;— 11'(1;11')711;/11‘ = M;A;,

where
M; := I, — 1{(1?1{)711;.

The matrix M; is the within-transformation matrix for unit i. It subtracts from each obser-
vation its unit-specific time average.

Next, define the block-diagonal matrix

D = diag{1y,...,1n},
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and let
Mp = I, — D(D'D)"'D’ = diag{Mj, ..., Mn}.

Then, for any stacked sample vector A = (A}, ..., A})’, we have
Aq
MpA = A =
AN
A key property is that
M;1; = 0.

Therefore, applying M; to the fixed effects model
Y; = XiB+ Liu; +¢;

yields
Y = XiB+ &,

because the time-invariant component 1;u; is annihilated by the within transformation.

5.12 Fixed Effects Estimator

The fixed effects estimator, also called the within estimator, is the OLS estimator based on the

transformed model:

A N . . 71 N . ..
Pre = (Z ), XitXft> <Z Y XitYit> :
i=1teSs; i=1teSs;

Equivalently, in unit-level matrix notation,

N -1 /N
o= (L) (L)
i-1 i=1
N 1 /N
= (E Xsz'Xi> <E XfMiYi> :

i=1 i=1

Thus, FE estimation is simply least squares applied to the data after removing unit-specific
means. The estimator uses only within-unit variation over time; all purely cross-sectional varia-

tion that is constant within unit is swept out together with u;.

Remark. The FE estimator is algebraically equivalent to running least squares of Yj; on X;; and
unit dummy variables. This is the so-called dummy variable regression or least squares dummy
variable (LSDV) formulation.?

8Strictly speaking, one uses an appropriate normalization to avoid perfect multicollinearity among the unit
dummies and the intercept.
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Remark. The matrix notation makes transparent what FE estimation does: M,; is a projection
that removes the span of 1;, i.e. the space of time-invariant components within unit i. There-
fore, FE eliminates omitted variable bias coming from additive unit-specific heterogeneity that

does not vary over time.

Covariance matrix estimation

For inference with the fixed effects estimator, there are at least three options for estimating the

covariance matrix.

1. Homoskedastic variance estimator: valid when ¢; is homoskedastic and serially uncorre-
lated.

2. Heteroskedasticity-robust variance estimator: valid when ¢;; is serially uncorrelated, while

allowing for heteroskedasticity.

3. Cluster-robust variance estimator: valid when ¢;; may be serially correlated within unit .

Among these, the cluster-robust estimator is the most robust. Let
.. .o A .o .o N . .o
& =Y — XiBse, X'X =) XX
i=1

Then a cluster-robust estimator of the covariance matrix is
A . . N .o .o .o .o
Vie =a(n,N,k) (X'X)7' | Y Xje&i X | (X'X),
i=1

where a(n, N, k) is a degrees-of-freedom adjustment. Common choices include

N N —1
a(n,N,k):m or a(n,N,k):N_lnilN_k.

Here N is the number of units, 7 is the total number of observations, and k is the number of

regressors.

Remark. The cluster-robust estimator allows for arbitrary serial dependence of the transformed
errors within a unit. For this reason, it is typically the default choice in panel applications with

fixed effects.

First-Differencing as an Alternative

Instead of applying the within transformation, we can eliminate the unit-specific effect u; by

first-differencing. For any variable A;;, define the first-difference operator by

AAjy = Ajp — Aipa.
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Starting from the one-way error component model
Yi = XiB+ u;i + €it,
applying the difference operator yields
AY; = AX,B + Aey, Nejy = €jy — €41

The effect 1; drops out because it is constant over time within unit.
The OLS estimator based on the differenced equation is called the first-differenced estimator,

denoted by f¢y. In stacked notation, it can be written as
X N /N

Ba = | Y AX|AX; Y AXAY; |
i=1 i=1

Remark. Both the fixed effects estimator and the first-differenced estimator remove the time-

invariant unit effect u;, but they do so through different transformations of the data.

Remark. The choice between B¢ and f¢q depends on the serial dependence structure of the

idiosyncratic error.”

1. If T =2, then Bg = Biq.
2. The fixed effects estimator is typically more efficient when the idiosyncratic errors are
iid.

3. The first-differenced estimator is typically more efficient when the idiosyncratic errors

behave more like a random walk.

5.13 Asymptotic Properties of the FE Estimator

To state the asymptotic results for the fixed effects estimator, it is convenient to assume, for

simplicity, that the panel is balanced.

Assumption (FE'). Suppose Assumption FE holds. In addition, assume that:

1. The pairs (¢;, X;),i=1,...,N, arei.i.d. across i.

2.

Q:=E[X;X]

is positive definite.

E [sﬂ < oo,

9See Wooldridge (2010) for a more detailed discussion.
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E|[1X*] < oo

Remark. The i.i.d. assumption is imposed across units i, not across time within a given unit.
Therefore, it still allows for serial dependence in the idiosyncratic errors within an individual

unit.

Remark. The assumption that

Q = E[X{X]]

is positive definite guarantees that there is sufficient within-unit variation to identify B. In
particular, it rules out regressors that are constant over time at the individual level, since such

variables are eliminated by the within transformation.

Remark. These assumptions are often more plausible in micro panels than in macro panels. In
microeconomic applications, cross-sectional independence across individuals may be a reason-
able approximation, whereas in macro panels common shocks often induce substantial cross-
unit dependence.

Consistency and Asymptotic Normality

Define

Proposition (Consistency and asymptotic normality). Suppose Assumption (FE') holds. Then, as
N — oo with T fixed,
and
5 d - -
VN(Be =) % N (0, 7'0Q 7).

Remark. This is a large-N, fixed-T asymptotic result. Therefore, it is most appropriate in panel

settings with many units and a bounded time dimension.

Derivation of the estimation error. Starting from the within estimator,

. 1 &, AR -
,Bfe: N;Xixi N;Xiyi ’

and using the transformed model
Yi=XB+¢,
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we obtain

I
= /N
Z|
™=z
X
2

Hence,

1Y VSR
R e .
Pre — P = N;Xixi N;Xiei :

Consistency. Under Assumption (FE'), the pairs (X;, ;) are i.i.d. across i, so by the weak law

of large numbers,

Moreover,

It therefore remains to show that
E[X!&] = 0.

1

Write the within-transformed regressor as

Then
. T 3
]E[XZI&’Z] = ZIE[Xitslt]

t=1
T

= Y E[(Xi — X)) 4]
t=1
T T _

= Z]E[Xitsit] ZIE[Xieit]
t=1 t=1
T 1 T T

= Z IE ztelt ? Z Z IE' zsgzt
=1 t=1s=1

By strict exogenedity,
E[Xiseir]) =0 foralls,t,
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SO

Therefore,

and since Q is positive definite,

Combining these results,

Asymptotic normality. Multiply the estimation error representation by v/N:
NG —B) = | = = i B BRSPS
o= (vhen) (G
By the multivariate central limit theorem,
1 Y, 4
N ; Xig; = N(0,Q),

where
O = Var(Xlg;) = E[X/g£. X)),

using E[X/¢;] = 0. Since

Slutsky’s theorem yields
VN(Be—p) >N (0, 07'0Q7").

Remark. The asymptotic variance has the usual sandwich form. If one additionally imposes
serially uncorrelated and homoskedastic idiosyncratic errors after the within transformation,
then Q) simplifies. In general, however, allowing arbitrary within-unit serial dependence leads

naturally to cluster-robust inference.
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5.14 Dynamic Panel Data Models: An Overview
Modeling Dynamics

So far, we have considered static panel data models. In many applications, however, outcomes
are inherently dynamic, so it is natural to allow current outcomes to depend on their own past
realizations.

A general dynamic panel specification is
Yig = a1 Vi1 + -+ ap Y+ Xi B+ ui + e,

where a1, ...,a, are autoregressive coefficients.

Remark. The key new feature relative to the static model is the presence of lagged dependent
variables among the regressors. This allows persistence in outcomes over time, but it also

creates new econometric complications.

The FE Estimator is Biased

The fixed effects estimator is biased in dynamic panel models when T is fixed.! To illustrate

the source of the problem, consider the simplest dynamic panel model,
Yie = aYir 1+ u; + €.

Applying the within transformation yields

Yie = aYii 1 + &
Although the within transformation eliminates the time-invariant effect u;, it does not solve

the endogeneity problem created by the lagged dependent variable. In particular,

E[Y; 1] # 0.

Remark. This is the fundamental difference between static and dynamic fixed effects models.
In the static case, the within transformation can preserve exogeneity under strict exogeneity
assumptions. In the dynamic case, however, the transformed lagged dependent variable is

mechanically correlated with the transformed error term.

10This is the classical Nickell bias; see Nickell (1981).
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A Simple Example

To make the bias explicit, suppose that T = 3. Then the differenced model has only one usable

time period and can be written as
AY;3 = aAYp + Agjs.

In this special case, the FE and FD estimators are equivalent, and

-1
. . 1 N 5 1 N
Kfq = Qfe = (N Z(AYQ) ) (N ZAYZ'ZAYB) .

i=1 i=1

-1
Rfo = lNAY-Z lNAY- AYir + Ag;
fe = | N 2( ) N Z in(aAYp + Aej3)

i=1
1 N ) -1 1 N
Hence,

i=1 i=1

1Y R
&fe — N = N Z(AYiz)z N ZAYQAS{:}, .
Under standard regularity conditions,

. p. E[AYppAgs]
Kfe ® — ]E[(AYQ)Z] .

The probability limit is not zero because
]E[AYQASB] = — E[Yizeiz] = —Val‘(Siz) # 0.
To see this more explicitly, expand the covariance term:

E[AYpAeiz] = E[(Yi — Yir) (&3 — €i2)]
= E[Yiei] — E[Ynen] — E[Yieis] + E[Yaen).

Under the usual orthogonality conditions, the first, third, and fourth terms are zero, so
]E[AYQASB] = —:[E[Yl‘le‘Z].

Now, from
Yo = aYjyn +u; + €5,
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we get
IE[YI‘ZEI‘Z] = (X]E[Yﬂsiz] —+ IE[MI‘SZQ] —+ IE[E%Z] = Var(siz),

and therefore
E[AYpAej3] = —Var(ep).

Remark. This example shows that the bias is not a small-sample accident. Even as N — oo,
with T fixed, the FE estimator does not converge to the true autoregressive coefficient a.

5.15 Dynamic Panel Data Estimators

The main idea of dynamic panel data estimators is to use past values of the outcome as instru-
mental variables for endogenous transformed lagged dependent variables.

The Anderson-Hsiao Idea

Consider again the simple dynamic panel model
Yir = aYjp1 + i + €.

As shown above, the FE and FD estimators are biased when T is fixed because the transformed
lagged dependent variable is correlated with the transformed error term.
A natural response is to use an instrument. In the simple case with T = 3, first-differencing
gives
AY;i3 = aAYp + Agjs.

The Anderson-Hsiao estimator uses Y;; as an instrument for AYj,. The resulting IV estimator

N /N
By = | Y YaAYp Y YuAYj | .

i=1 i=1

is

Substituting the differenced model,
N 1 /N
Riv = | ) YnAYp Y Y (@AY + Aejs)
i=1 i=1
-1
N N
=u+ <Z YilAYi2> (Z YilAgiC’)) .

i=1 i=1

Therefore, under standard regularity conditions,
Qiy — «
provided the instrument is valid. Here validity follows from
E[YnAe;3] = E[Yneis] — E[Yaen] = 0.

97



Remark. The logic is simple: although AY), is endogenous in the differenced equation, suffi-
ciently old lags of Y can be orthogonal to the current differenced error and therefore serve as

valid instruments.

Remark. More sophisticated dynamic panel estimators build on this same principle: they ex-
ploit lagged levels, and in some cases lagged differences, as internal instruments.
5.16 Estimating a Simple Investment Model

We now revisit a simple investment equation, following the empirical illustration in Hansen
(2022). The underlying dataset is Invest 1993, which contains information on 1962 firms
observed between 1960 and 1991.

The model of interest is
Lit = B1Qit—1 + B2Dj—1 + B3CF i1 + BaTi + ey,

where

¢ [: investment/assets,

Q: market value/assets,

D: long-term debt/assets,

CF: cash flow/assets,

T: indicator for stock being traded on NYSE/AMEX.

Remark. Under g-theory, one expects ; > 0, while the direct roles for debt and cash flow
should be limited once investment opportunities are adequately controlled for by Q. By con-

trast, theories of financing frictions often suggest 8, < 0 and B3 > 0.

Data Features

The panel is highly unbalanced. The number of observations per firm ranges from 4 to 28, with

mean 13. All specifications include 19 industry-code indicators.

Remark. The coefficient on T; is not reported in the fixed effects regression because time-

invariant regressors are eliminated by the within transformation.

Remark. Relative to pooled estimation, the fixed effects estimates show a smaller coefficient on
Q, a more negative coefficient on D, and a larger coefficient on CF. This suggests that control-
ling for time-invariant firm heterogeneity matters quantitatively for the estimated investment

equation.
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Pooled (robust SE) Pooled (cluster-robust SE) FE (cluster-robust SE)

B 0.0023955 0.0023955 0.0017180
(0.0007773) (0.0009802) (0.0008296)

B -0.0095633 -0.0095633 -0.0138576
(0.0026861) (0.0040861) (0.0049152)

Bs 0.0261072 0.0261072 0.0490859
(0.0068746) (0.0111475) (0.0132478)

By -0.0166869 -0.0166869 —
(0.0012722) (0.0023802)

Table 4: Investment equation estimates

6 M-Estimators

Remark. Main references for this section are Hayashi (2000) and Hansen (2022).

6.1 Introduction

So far, the consistency and asymptotic normality results studied in the course have been de-
rived for estimators with explicit algebraic expressions, such as OLS, IV/25LS, and linear
GMM.
The focus of this section is on nonlinear estimators for which such explicit algebraic formu-
las are generally not available. These estimators typically have to be computed numerically.
In particular, we study the class of M-estimators, which includes many important nonlinear

estimation methods, such as:
1. nonlinear least squares,
2. maximum likelihood,

3. quantile regression.

6.2 Setup
Let (Y, X; ) be a criterion function. An M-estimator § is defined as

A 1&
0= arglg&lgs n(0), E;p (Y;, Xi;0),

where
* (Y;, X;) denotes the observed data,
¢  is the parameter of interest,

* O is the parameter space,
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* 5,(0) is the sample objective function.

We will sometimes use the shorthand notation
pi(6) == p(Y; X;;6).
This framework nests OLS as a special case with
pi(0) = (Vi — X;9)2~

Our main interest is in settings where no explicit algebraic expression for 0 is available, so

the estimator must be characterized indirectly through the optimization problem above.

6.3 Examples of M-Estimators
Example 1: Nonlinear Least Squares

Consider the nonlinear regression model
Y =m(X,0)+e, Ele | X] = 0.
A nonlinear least squares estimator chooses 6 to minimize the average squared residual,

AR 1 1 - . . 2
0 = argmin ;(Yl —m(X;,0))".

Thus, nonlinear least squares is an M-estimator with criterion
2
pl(G) = (Yl' — m(Xi, 9)) .

An important example is estimation of a CES production function. Let X; and X, denote

two inputs. Output Y is given by
Y=A@x!+(1-a)x))"?,  p+0,

and
Y=A(X{x;)", p=0.

Taking logs yields the nonlinear least squares specification
_ v P )X
logY =B+ ; log(aXi + (1—a)X5) +e,

where B = log A.

Remark. This example shows why the M-estimation framework is useful: even when the

model is nonlinear in the parameters, estimation can still be formulated as minimization of
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a sample criterion function.

Example 2: Maximum Likelihood and Probit

Maximum likelihood also fits into the M-estimation framework by setting

pi(0) = —log f(Yi | Xi,0),

where f(Y; | X;,0) is the conditional density or probability mass function.

Hence, the maximum likelihood estimator can be written as

n

A .1 . 1&
0 = argr@rggﬁgpl(f)) = argmin <_n;10gf(yl ] X1,9)> ,

which is equivalent to maximizing the sample log-likelihood.

A prominent example is the Probit model for a binary outcome:
P(Y=1]|X)=o(X'0),

where @(-) is the standard normal distribution function.

For binary Y; € {0, 1}, the corresponding M-estimation criterion is
pi(0) = — Y;log(®(Xj0)) — (1 —Y;)log(1 — ®(X;0)).

Remark. This is simply the negative log-likelihood contribution of observation i. Thus, maxi-
mum likelihood is not a separate estimation logic from M-estimation; it is one important spe-

cial case of it.

Example 3: Quantile Regression

Suppose that instead of modeling the conditional mean E[Y | X], we are interested in modeling

the conditional T-quantile
QY\X(T | X)/ TE (011)'

A common specification imposes the linear model

Qyix(t | X) = X'6(7).
Linear quantile regression fits into the M-estimation framework with criterion

0i(0) = (Y; — X}) (T — 1{¥; — X}0 < 0} ).
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Equivalently, if we define the residual u;(0) = Y; — X6, then

pi(0) = po(ui(0)),  pr(u) = u(r —1{u <0}),
where p+(-) is the check function.

Remark. Quantile regression was introduced by Koenker and Bassett (1978). Unlike least
squares, it targets a conditional quantile rather than the conditional mean, making it useful
when the effects of regressors differ across the outcome distribution.

6.4 Consistency

Identification

To study consistency in the M-estimation framework, we first introduce the corresponding

population objective function. Define

assuming
E[[o(Y,X;0)]] <oo  foreachf € ©.

We then define the population parameter

0o 1= inS(6).
0 arglgggS( )

Following Hansen (2022), we say that 6 is point identified if 6 is unique.

Remark. The sample estimator § minimizes the sample objective S,(6), while the target pa-
rameter 6 minimizes the population objective S(0). Thus, consistency requires that the sample

criterion approximate the population criterion well enough for their minimizers to be close.

Remark. In these notes we take identification as given. In applications, however, uniqueness

of 0p must be verified on a case-by-case basis.

Why Pointwise Convergence Is Not Enough

By the weak law of large numbers, for any fixed 0,
S.(6) & s(0).
However, pointwise convergence alone is not sufficient to conclude that

02 0,
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The reason is that § is itself random and depends on the entire shape of the criterion func-
tion over O, not just on its value at one fixed parameter. Thus, to control the behavior of the

minimizer, we need a stronger notion of convergence.

Remark. Pointwise convergence says that for each fixed 6, the number S, (0) gets close to S(0).
But minimization is a global operation over the whole parameter space. Therefore, consistency
of the minimizer typically requires the sample objective to be uniformly close to the population

objective.

Uniform Convergence in Probability

We say that S,,(0) converges in probability to S(0) uniformly over 6 € © if

sup |S,(0) — S(6)| £ 0.
0cO®

This is much stronger than pointwise convergence. It guarantees that the entire sample
objective function lies uniformly close to the population objective function over the whole

parameter space.

Remark. Uniform convergence is the key bridge from convergence of objective functions to

convergence of argmin estimators.

Uniform Law of Large Numbers

Theorem 1 (Uniform Law of Large Numbers). Suppose that:
1. (V;,X;),i=1,...,nareiid.;
2. p(Y, X;0) is continuous in 0 € © with probability one;

3. there exists a dominating function G(Y, X) such that
o(Y,X;0) <G(Y,X) forall € O,

and
E[G(Y, X)] < oo;

4. © is compact.

Then

sup |S,(6) — S(6)| & 0.
0O

Remark. This result is the M-estimation analogue of the usual law of large numbers, but

strengthened to hold uniformly over the parameter space.

103



Remark. The role of the assumptions is intuitive. Continuity in 6 prevents the criterion from
oscillating too wildly across nearby parameter values; the envelope condition provides in-
tegrable control of the criterion; and compactness of ® rules out pathological behavior “at

infinity.”

Non-uniform convergence

Figure 1: Pointwise convergence of 5,(6) to S(0) does not by itself imply convergence of the
minimizers.

Remark. In this figure, S,,(8) - S(6) for every fixed 6, but the minimizers 6, do not converge
to 6. This illustrates why pointwise convergence is not enough and motivates the need for

uniform convergence.

Uniform convergence

Figure 2: Illustration of uniform convergence: the sample criterion S, (0) lies uniformly within
an ¢-band around S(6).

Remark. This figure illustrates uniform convergence in probability: for n sufficiently large, the
sample objective S, (0) is uniformly close to the population objective S(6) over all € ©, in
the sense that

sup [S5,(0) —S(0)] < e.
0cO
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Consistency of M-Estimators
Proposition (Consistency under high-level conditions). Suppose that:

1. S,(0) converges in probability to S(0) uniformly over 6 € ©, that is,

sup |S4(0) — S(6)| & 0;
PcO

2. for every e > 0,

Then

Proof. We proceed in two steps.
Step 1: Show that S(A) — S(6) 2, 0. Since 6y minimizes S(6), we have
S(6p) < S(6).

Since 0 minimizes S, (6), we also have

Therefore,
0 < S(6) — S(60)
= (S(8) = Su(8)) + (Sx(8) — S(60))
< (S(6) = Su(8)) + (Su(6o) — S(60))
< sup 50 (0) — 5(0)] + sup |Sn(0) — S(6)]
Hence,

0 < S(8) — S(69) < 2sup[S,(6) — S(8)| 2 0,
(UG

which proves
S(9) — S(60) 0.

Step 2: Use the separation condition. Fix any ¢ > 0. By assumption (ii),

inf  S(60) > S(6y).
10—60]|>¢ (6) > 5(60)
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Define

If ||§ — 6g|| > &, then necessarily

Thus,
P(]|8 — 60|l > &) < P(S(8) — S(60) > o).

By Step 1, the probability on the right converges to zero. Since ¢ > 0 was arbitrary,

020,

Remark. This is a high-level argmin consistency result. The key ingredients are:
1. the sample criterion must approximate the population criterion uniformly;
2. the population criterion must separate 6 from all other parameter values.

Corollary (Consistency under ULLN conditions). Suppose that the conditions of the Uniform
Law of Large Numbers hold and that 6) uniquely minimizes S(). Then

0 L 0.
Remark. The corollary simply combines the ULLN with the argmin consistency proposition.
In this way, low-level primitive assumptions imply consistency of the M-estimator.
6.5 Asymptotic Normality

We now turn to a general asymptotic normality result for M-estimators.
Let N denote a neighborhood of 6. Define

J

p(Y, X0) = 550(Y, X;0),  i(8) := (Vi Xi;0),

and
Pu(6) == 25,(0) = = 3" 3 (6)
20 —

Also define 3

Yi:=gi6o),  9(6):= 5,5(0) = E[p(Y, X;0)],
and

aZ

106



Theorem 2 (Asymptotic normality of M-estimators). Suppose that the assumptions of the previous

consistency proposition hold. In addition, assume that:

1.
E[[[p(Y, X;600) 7] < oo;

2. Q is positive definite;
3. Q(0) is continuous in 0 € N;

4. forall 61,6, € N,
[p(Y, X;01) — (Y, X;62)|| < B(Y, X)[|61 — 62,

where
E[B(Y, X)?] < oo;

5. 6 € int(©).

Then, as n — oo,

Vi@ —6) HN(©0,07'0Q7),  Q:=E[py].

Remark. The asymptotic covariance matrix has the usual sandwich form. The matrix Q cap-
tures the local curvature of the population criterion, while Q) captures the variance of the score-

like term ;.

Proof Sketch

Since 6y € int(®) and RN fo, the estimator is eventually interior with probability approaching

one, so it satisfies the first-order condition

Apply a first-order Taylor expansion of i, () around 6y:
- J - =~ A
0 = 9u(6o) + <89’¢n(9)> (60 —6o),
where 8 lies between 8 and 6. Rearranging,

-1
Vir#—t0) = = (5 ®)) V()

Now study the two terms separately.
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Term A: Hessian part. Because

0 ~
0/1/)71 9 - Z G,P ir 119)

:1

the law of large numbers together with continuity implies
d - A P
ﬁlpn(e) — Q.
Hence,
a — ~ -1 p 1

Term B: Score part. At 6,

\Fl/]n 90 Z ll)z

Because 6y minimizes S(0), it satisfies the population first-order condition
$(60) = E[:] =0
Therefore, by the multivariate central limit theorem,
1 & d /
7n ;1101' = N(©0,Q), Q=E[py].
Combining the two parts and applying Slutsky’s theorem,
V(@ —60) % — QIN(0,0) = N (0,Q7'0Q ).

Remark. The minus sign disappears in the asymptotic variance. The result is therefore exactly

the familiar sandwich formula:

Var(v/n(0 —6)) = Q 'QQ .
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7 Appendix: Econometric Pearls

7.1 Pearl 1: OLS as a Difference in Means

A useful way to think about OLS is that it chooses coefficients so that the residuals cannot be
systematically predicted by the regressors. In the simplest treatment-control case, this intuition
becomes especially transparent.

Consider the regression
Y; =a+BD; +e;, D; € {0,1},

where D; = 1 denotes treated units and D; = 0 denotes control units. The OLS moment

conditions are

M-

Il
—

n
6 =0, Y Djé; = 0.
i=1

The second condition says that residuals must sum to zero among treated units:

Hence,

A 1
A = — Y; =Y.
a+‘B nli:DE:I Z '

The first condition says that total residuals must sum to zero. Since residuals already sum to

zero among treated units, they must also sum to zero among control units:

i:D;=0
Therefore,
A= — Z Y, =Y,
"o i.p;=0
Combining the two equations gives
Pors = Y1 — Yo

Thus, with a constant and a binary regressor, OLS is exactly a difference in sample means.
The fitted value for the control group is the control-group mean, and the fitted value for the

treatment group is the treatment-group mean:
Y(0)=Y,, Y(1)=1.

The coefficient on D; is simply the vertical distance between these two group means.
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The same logic holds in population. The moment conditions are
IE[el-] = 0, lE[Diei] =0.
Since D; is binary,
E[Die;] =P(D; = 1)E[e; | D; = 1].

IfIP(D; =1) > 0, then
IE[ei ’ Di = 1] =0.

Together with [E[e;] = 0, this implies
IE[ei | Dl' = 0] =0.
Therefore,
a«+B=E[Y;|D;=1], a =E[Y; | D; = 0],
and hence
B =E[Y;| D;=1] —E[Y; | D; =0].

The important distinction is between the algebraic interpretation and the causal interpre-
tation. Algebraically, OLS with a binary regressor estimates a difference in observed means.
Causally, this difference is an average treatment effect only under additional assumptions,
such as random assignment:

(Yi(1),Yi(0)) L D;.

Without such an assumption, the observed difference decomposes as

E[Y; | D; = 1]~ E[Y; | D; = 0] = E[¥i(1) - %,(0) | D; = 1] + E[¥(0) | D; = 1] ~ E[¥,(0) | D; = 0]

effect on the treated selection bias

The econometric pearl is therefore:

OLS is a difference in means when the regressor is binary.

More generally, OLS makes residuals orthogonal to the regressors. With a binary regressor,
orthogonality means that residuals average to zero within treatment and control groups. With
continuous regressors, the same idea becomes a slope: OLS chooses the best linear contrast so

that no linear information about the residual remains in the regressors.
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7.2 Pearl 2: GMM in the Overidentified Case

Consider moment conditions of the form
E[gi(Bo)] =0,
where ¢;(8) € R® and B € B C R¥. The model is overidentified when
> k.

In this case, there are more moment restrictions than parameters. Therefore, in finite samples,

it is generally impossible to find a value of B such that

1
n

1=
o
=

i=1

GMM replaces the problem of solving all moment equations exactly with the problem of mak-
ing the sample moments as close to zero as possible.

Let W be an ¢ x £ symmetric positive definite matrix. The GMM criterion is

Qn (,B) =8n (IB),Wgn(:B)z

or, equivalently,
Jn(B) = 1gu(B) W&n(B)-

The factor n does not affect the minimizer. It is included because it gives the J-statistic a non-
degenerate asymptotic distribution.
The GMM estimator is

Bomm = arg fﬁneig Qn(B)-

The population counterpart of the sample moment is

8(B) = E[gi(B)]-

Hence, the population GMM criterion is

Q(B) = g(B)Wg(B).

Since W is positive definite,

for all B, and
QB)=0 = g(p)=0.
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If the moment restrictions identify By, that is,

gB)=0 <= p=po

then

Q(B)

has a unique minimum at f.

Now suppose that a uniform law of large numbers holds:

sup [1.(B) — g(B)|| 0.
peB

Then the sample criterion converges uniformly to the population criterion:

sup |Qu(B) — Q(B)| & 0.

BeB
Therefore, by the argmin consistency theorem,
A P
Bemm — Po-

The key idea is that overidentified GMM cannot generally make all sample moments equal
to zero. Instead, it chooses the value of  that makes the vector of sample moments closest to
zero under the quadratic metric defined by W. The role of W is not identification. Identification

comes from the population condition

gB)=0 <= B=po

The role of W is to determine how different moment conditions are traded off when they cannot
all be satisfied exactly in sample.

Later, efficiency considerations determine the optimal choice of W. If

Q = E[gi(B0)gi(Bo)'],

then the efficient weighting matrix is
Wr=0""

Thus, moments with higher variance receive less weight, and correlated moments are not

counted as independent sources of information.
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